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Abstract. Deep learning techniques showed promising results in time
series classification. This work summarizes the achievements of deep neural networks in the problem of univariate time series classification and
studies the application of recurrent neural networks to the problem. An
experimental part evaluates the classification quality of di↵erent recurrent models over a collection of 85 UCR datasets and compares them
with the existing feedforward baselines and between each other.
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Introduction

Time series classification (TSC) is a common time series analysis problem which
requires restoring a functional dependence between the set of possible time series
and the finite set of classes using a training set with known classes. There are
several works which illustrate that deep neural networks are suitable for TSC
problem and can outperform other algorithms [11], [7], [8], [5] which encourage
further work in this direction. There exist deep learning models like recurrent
neural networks (RNNs) that are designed specifically for processing sequential
data, and thus could be applied for time series. Although some recent works
use special kinds of RNNs as a component of resulting model for TSC problem
[7], recent publications, which study the efficiency of RNNs as a self-sufficient
approach for the problem, were not found.
The research objective of this work is to compare the results of TSC obtained
by the application of di↵erent recurrent neural network architectures between
each other and the current baselines.

2
2.1

Time Series Classification
Traditional approach for time series classification

One of the simplest but very powerful approaches – Dynamic Time Warping
(DTW) – was introduced in 1978 in the context of speech recognition [9]. DTW
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is a way to define the distance measure between two univariate time series, and
it can be used with a k-Nearest Neighbors (k-NN) classifier. The main idea
consists in calculating the distance between two time series not pointwisely, like
it is done using Euclidian distance, but using the mapping between structurally
similar points, which is time-invariant. Extensive experimental evaluation [1]
showed that 1-NN DTW is a strong benchmark which cannot be beaten by
many proposed algorithms. If beaten, the advantage is often not so significant,
compared to the difficulty of the implementation or the computation.
Among more sophisticated approaches the best results are shown by Bag-ofSFA-Symbols (BOSS) [10] and Collective of transform-based ensembles (COTE)
[2][1]. The first method is a multistage time series transformation procedure
inspired by the bag-of-words model from text processing, while the second is
an ensemble which aggregates the results of 35 classifiers which process four
di↵erent types of time series representation types.
The publication of renewed University of California, Riverside (UCR) TSC
Archive [3] in 2015 with more datasets available is an additional driver to research in this area because it allowed conducting more reproducible research
with comparable results [1].
2.2

Time series classification with deep neural networks

One notable work on this topic is [5] which introduces Multi-Scale Convolutional
Neural Network (MCNN). The proposed model uses convolutional layers to independently extract features from the three di↵erent representations of time series:
the original one, the downsampled one and the smoothed with a moving average one. For the last two transformations, the multiple versions of time series
are generated with di↵erent downsampling scales and moving averages window
sizes. Features from these three branches are concatenated and processed with
the another block of convolutional layers in order to obtain final prediction. The
authors have conducted experiments comparing their model and multiple classical approaches on 44 UCR datasets where the proposed model showed best error
rate 10 times while COTE did so 11 times and BOSS 15 times. The reported
mean rank of the solution is 3.95 which is the second result after COTE.
The most fundamental study on TSC with deep neural networks was conducted by Wang et al. [11]. In this paper, the authors presented the results of an
experimental study on 44 UCR datasets which compared the existing best approaches with three basic neural network models: multilayer perceptron (MLP),
fully convolutional network (FCN) and residual network (ResNet). The goal of
the study was not to beat the existing state-of-the-art results but to define a
baseline for TSC with deep neural networks. The proposed baseline models had
the same shape and parameters for all datasets and were not finetuned. Nevertheless, the proposed FCN was able to outperform COTE so this baseline turned
out to beat the best non-deep learning approaches. Meanwhile, MLP with 1-NN
DTW showed the worst result among the considered models.
Fazle Karim et al. in [7] proposed a new deep learning model for TSC with
a branching structure: the first branch is exactly the convolutional part of the
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model from the previously presented work by Wang et al.[11], the second branch
is a Long Short-Term Memory (LSTM) block which receives a time series in a
transposed form as multivariate time series with single time step. The output
of two branches is concatenated and fed to a dense classifier. The experimental
results on all 85 UCR datasets showed that this model outperforms the existing
state-of-the-art methods on the most of the datasets.
Another paper on deep learning for TSC proposes not an end-to-end model
but an approach for time series preprocessing [8]. The authors have trained a
sequence-to-sequence autoencoder in order to extract meaningful features from
time series. Authors have trained the model that consisted of the 3 recurrent
layers of encoder and the 3 recurrent layers of the decoder on 18 datasets from
the UCR Archive with time series length less or equal than 512. Using the obtained embeddings as features, SVM classifiers were trained for 30 other datasets
separately. The accuracy achieved by these classifiers in the majority of the cases
was higher than using the baseline approach which is a DTW classifier on the
initial time-series.

3

Experiments and Discussion

One of the best models for TSC [7] uses the LSTM network as a component of
their neural network architecture but this recurrent component takes a transposed time-series as an input (multivariate time-series of length 1), and thus the
time-range dependencies in the data are not taken into account. Moreover, no
works and experimental studies were found about the efficiency of LSTMs or the
other recurrent networks as standalone classifiers for this task. In this work, it is
proposed to train simple recurrent neural networks and LSTMs with a di↵erent
number of layers and di↵erent layer widths. These models would be trained on
the all of the 85 UCR datasets. Since the results of deep neural network baselines [11] are reported only on a subset of the archive, the models from that work
should also be trained on all the data during the proposed experiment.
3.1

Data description

The data for this experiment is the UCR TSC Archive [3], which is a collection of
85 reference datasets for the TSC problem. Each dataset contains the predefined
train and test sets of equal-length univariate time series. The data is real-valued,
and there are no missing values.
The number of classes varies from 2 to 60. The time series length varies from
24 to 2709 observations, on average it is around 422. For 77 datasets, the size of
the training set is less than 1000 time series (average is 432) and the test set is
often larger than the training set.
3.2

Experiment setup

In this experiment for each of the 85 UCR datasets several deep neural networks
with di↵erent architectures were trained. The train and the test sets of every
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dataset were normalized by subtracting the train set mean and the train set
standard deviation. No other data preprocessing techniques were applied.
The models were implemented using Keras 2 framework [4] with TensorFlow backend (Python 3.6). The models were trained on the Amazon Web Services (AWS) spot instances of two di↵erent types: GPU instances equipped with
NVIDIA Tesla V100 GPU and CPU instances with 32 CPUs. The environment
was the same for all the used instances - the Deep Learning AMI with Conda
(Ubuntu) with preinstalled necessary frameworks.
In this experiment, twelve di↵erent deep neural network models were studied:
MLP and FCN as presented in [11] and 10 di↵erent recurrent neural network
architectures. Although Wang et al. also applied ResNet to TSC problem [11],
this architecture achieved the results which are similar to the results of FCN, so
the ResNet was not included in this experiment.
The studied models can be divided in four groups: feedforward networks
from [11], the networks with simple recurrent hidden layers and a dense output
layer, the networks with LSTM hidden layers and a dense output layer, and
networks with simple recurrent hidden layers and a recurrent output layer. The
feedforward networks were trained on the GPU instances, while the recurrent
networks were trained on the CPU instances.
The proposed MLP consists of three hidden dense layers with 500 units in
the each of them. The dropout is used after input layer and after the every
dense layer with rates 0.1, 0.2, 0.3, 0.4. The activation function for hidden layers
is Rectified Linear Unit (ReLU). In this experiment, the MLP and all other
networks use softmax activation in the output layer, while the optimized loss
function is a categorical cross entropy. Following the description presented in
the original paper, the MLP was trained during 5000 epochs using the Adadelta
optimizer with a learning rate 0.1. The authors have reported the random seed
for this particular model, which was also used without changes. The same seed
was used for all other models in this experiment. For this and all the following
models, the batch size was set to 1/10 of the training set size if it is not less
than 16, and strictly to 16 otherwise.
The FCN as proposed in [11] has three convolutional layers, containing 128,
256 and 128 hidden units with kernel sizes 8, 5, 3. As reported in the original
work, the training was performed during 2000 epochs using the Adam optimizer
with default parameters.
The other models in this experiment were networks with 1, 2 and 3 simple
recurrent hidden layers with 128 neurons which use either a dense or a recurrent
output layer and also RNN with one hidden layer of size 256. Besides, the models
with 1 and 2 hidden LSTM layers of di↵erent sizes with a dense output were
trained. In the considered models, all recurrent layers except for the last one
(which is either the layer before the dense output or the recurrent output layer)
produce a sequential output. In this experiment, the dropout was not applied
to the recurrent models. The networks were trained using the Adam optimizer
with the same default parameters, as they were used in the FCN, during 500
epochs.
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In the rest of the paper, for the recurrent models the following naming convention is used: typeOfHiddenLayers hiddenLayerSizes typeOfOutputLayer. For
example, lstm 128 128 dense refers to the network with two hidden LSTM layers
of size 128 and a dense output layer. This architecture is shown on the figure 1.

4

Results and Discussion
The paper by Wang et al. [11] proposed an evaluation measure for the performance of classifiers on
multiple datasets - Mean Per-Class Error (MPCE)
which is an average of per-class errors (PCE) over
all datasets (the lower, the better). PCE for each
dataset is calculated as follows:
P CE =

1 accuracy
number of classes

In their paper, an evaluation was performed on
the subset of UCR Archive which contained 44 of
85 datasets and reported M P CEM LP = 0.0407
on the test sets for the MLP, while in this experiment using the same random seed a value of
0.0433 was obtained. This little discrepancy can
be explained by the di↵erence in the implementaFig. 1.
Architecture
of
lstm 128 128 dense model for tions of tensor operations in the underlying frameworks.
binary classification problem
For the FCN they reported M P CEF CN =
0.0219 on the same subset of UCR Archive which
was the best performance in that study and was
claimed to be the state-of-the-art result on some of the datasets. The random
seed which was used for the training of the FCN was not reported by the authors, so it was not possible to exactly reproduce the obtained results. In our
experiment, the mean per-class error of the FCN on 44 datasets was 0.0324.
The resulting MPCE calculated on all 85 datasets in our experiment was
0.0751 for the MLP and 0.0539 for the FCN. These errors are higher, but the
FCN still outperforms the MLP.
Among all the other trained models, somewhat comparable but still worse
result was shown by lstm 128 dense (LSTM network with one hidden layer of
width 128) - 0.0943. All other models showed a higher MPCE.
These MPCE values are reported in order to provide the link to the previously
published results. The calculation of the MPCE requires dividing by the number
of classes, and thus results in lower values for the datasets with a high number
of classes. In the rest of the paper, the accuracy and the weighted F1-score are
used to compare the performance of the considered models. The average accuracy
values and the average of weighted F1-scores for each model on the train and
the test sets are shown in the table 1.
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Table 1. The average accuracy and the average F-1 score achieved by each model on
the train and the test sets of 85 UCR datasets. The best result in the each group of
models is in bold, the best result among all the considered models is underlined.
Average Average Average Average
Accuracy Accuracy F1-score F1-score
Train
Test
Train
Test
MLP
0.975
0.723
0.974
0.724
FCN
0.963
0.801
0.957 0.792
rnn 128 dense
0.592
0.516
0.535 0.458
rnn 128 128 dense
0.566
0.486
0.491
0.411
rnn 128 128 128 dense
0.563
0.475
0.485
0.399
rnn 256 dense
0.537
0.476
0.463
0.404
lstm 128 dense
0.766
0.637
0.739 0.608
lstm 128 128 dense
0.804
0.623
0.777
0.593
lstm 256 dense
0.750
0.613
0.718
0.581
rnn 128 rnn
0.592
0.512
0.540 0.461
rnn 128 128 rnn
0.605
0.505
0.539
0.437
rnn 128 128 128 rnn
0.562
0.493
0.479
0.409

None of the trained recurrent networks is able to achieve the same average results as the fully convolutional network. However, in order to claim that
one model outperforms another on multiple datasets, it is not enough to compare averages, it should be done using a Wilcoxon signed rank test which is a
non-parametric alternative of the paired t-test. For multiple models on multiple
datasets, the Friedman test is recommended [6].
The pairwise comparison of the accuracies and of the F1-scores obtained
by di↵erent recurrent networks on the test sets of the UCR datasets using the
Wilcoxon signed rank test on the significance level of 1% allowed to derive the
following conclusions:
1. Using the LSTM layers instead of the simple recurrent layers in the considered experiment does increases the classification quality on the test sets of
the UCR datasets.
2. Adding a third layer of size 128 to the considered two-layer networks does
not significantly a↵ects the classification performance on the UCR datasets.
3. Changing the size of the hidden LSTM layer from 128 to 256 units in the
considered network does not significantly a↵ect the performance on the test sets
of the UCR datasets in terms of the considered metrics.
4. Using the simple recurrent hidden layer of width 256 instead of 128 in the
considered 1-layer network decreases the quality of classification on the test
sets of the UCR datasets in terms of the considered metrics.
5. It was not observed that the use of the recurrent output layer instead of the
dense output layer significantly a↵ects the classification quality of the considered
neural networks on the test sets of the UCR datasets.
Critical di↵erence (CD) plot is a visualization technique for the Friedman test
results [6]. Such a plot for the recurrent neural networks and MLP with FCN
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built using the accuracy scores is shown in the figure 2. The axis of this plot
corresponds to the average rank of a model. The models that are not significantly
di↵erent from each other are connected with a line. Plot for the weighted F1score shows the same results and is omitted.

Fig. 2. Critical di↵erence plot on accuracy ranks for considered models

We can notice that all considered simple recurrent networks are not significantly di↵erent from each other which is also true for all the considered LSTM
networks. The di↵erence between the MLP and all considered LSTM networks
turned out to be not significant. At the same time, all considered recurrent neural
networks are significantly worse than FCN.

5

Conclusion

The interpretation of the obtained results has shown that the use of the LSTM
layers instead of the simple recurrent layers allows us to achieve a better classification quality on the UCR datasets for the considered models. No significant
di↵erence in the classification performance between using 128 and 256 hidden
units in the considered one-layer LSTM network was found, while the classification quality in the similar setting for the simple recurrent neural network
decreases. We might expect to obtain similar results for the same models on the
data similar to the UCR Archive datasets.
Although the obtained performance of the recurrent neural networks is below
the performance of existing convolutional models, RNNs are still a viable choice
for TSC problems especially in the case where the input sequences have di↵erent
lengths. While recurrent models can process such input out of the box, an average
feedforward network would require to fix some sequence size and to use trimming
or padding for the incoming data.
The variety of recurrent architectures is not limited to simple RNNs and
LSTMs. Further work may involve the evaluation of gated recurrent units (GRUs)
and bidirectional RNNs in the similar experimental setting.
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Abstract. Network classification has a variety of applications, such as
detecting communities within networks and finding similarities between
those representing di↵erent aspects of the real world. However, most existing work in this area focus on examining static undirected networks
without considering directed edges or temporality. In this paper, we propose a new methodology that utilizes feature representation for network
classification based on the temporal motif distribution of the network
and a null model for comparing against random graphs. Experimental
results show that our method improves accuracy by up 10% compared
to the state-of-the-art embedding method in network classification, for
tasks such as classifying network type, identifying communities in email
exchange network, and identifying users given their app-switching behaviors.

1

Introduction

Networks, where interacting elements are denoted as nodes and interactions are
denoted as edges, are a fundamental tool to study complex systems [1, 15], including social, communication, biology and economics networks. Typical analysis
usually models these systems as static graphs that describe the relations between
nodes. However, in many realistic applications, the relations are often not fixed
but instead evolving over time [10, 11, 19]. Modeling these temporal properties is
of additional interest as it provides a richer characterization of relations between
nodes in the network.
When considering dynamic changes to a network, most studies aggregate
temporal information into a sequence of snapshots, with each representing the
graph over some time period [2, 7, 26]. However this limits the ability to capture
changes at a finer granularity, and hence loses the richness of the temporal
information contained in the data [19]. In this paper, we incorporate temporality
at the edge level, by examining temporal networks[19], which can be defined
as a set of nodes and a collection of directed temporal edges with attributed
?
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timestamps. For example, an email network can be represented as a sequence
of timestamped directed edges, where each represents an email sent from one
person to another.
Examining temporal patterns provides a useful basis to explore insights into
how the nodes in a network interact, as this incorporates both network topology and dynamics. For example, in complex network classification problems, the
underlying network topology for the community has an impact on the development of the community since the interactions between nodes can be treated as
backbones of the community. Thus, we can identify a community by comparing
and distinguishing its connected modes. However, most of the current studies
in this area focus on examining a single complex network (e.g. [1]), with little
direct attention on examining how temporal patterns can be used to identify
and classify networks, or provide a basis for examining similarity and clustering
between networks.
In this paper, we propose a new network embedding (feature representation) methodology for network classification in temporal networks based on a
network’s temporal network motif distribution. Network motifs capture the local structure of a network through summarising whether small patterns in the
network occur significantly more or less frequently than random graphs (using
a null model). In temporal networks, temporal network motifs are defined as
induced subgraphs on sequences of temporal edges [19]. In particular, we consider two sub-problems (i) how temporal network motifs can be used to classify
the network type (defined as the context of the relation or interaction between
nodes, such as social ties in social networks); and (ii) identification of a particular
network from its temporal topological structure within a period.
We first propose a generic framework to construct vectors for feature representations of temporal directed graphs from their topological structure using
temporal motif distribution and null models. We argue that this fixed length feature representation can be used to classify and compare networks of varying sizes
and period with high accuracy. We apply various well-known machine learning
models along with our graph feature representation for these two network classifications, and make a comparison with the state-of-the-art method, struc2vec [22].
Our results show that the motif-based feature representation models can significantly outperform struc2vec. Furthermore, we observe that temporal information
improves the accuracy of network identification in comparison to considering the
network as a static graph, with a combination of static and temporal features
bringing further improvement; providing a basis to reflect on the benefits and
drawables of considering a network as a static or temporal graph.

2

Related Work

The primary focus of related works in classifying networks involves examining the
topological structure of the graph. For example, kernel methods have been used
to calculate similarities between static undirected graphs [8], [27]. However, the
corresponding computational complexity grows significantly with the increase of
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network size. Di↵erent node embedding techniques have been proposed in the
past years, such as node2Vec [9], DeepWalk [20], Line [25] and Local Linear
Embedding [23] that use feature vectors to embed nodes into high-dimensional
space and empirically perform well. However, these methods can only be applied
to tasks, e.g., classification of nodes but not on the whole networks.
Additionally, several approaches have been proposed to aggregate node feature vectors to a feature vector for networks. For example, graph-coarsening
approach [6] computes a hierarchical structure containing multiple layers, nodes
in lower layers are clustered and combined as node in upper layers using elementwise max-pooling. However, this has high computational complexity. A recent paper [12] applied motif-based feature representation for clustering network types,
however, it is not clear how motifs can be used to identify communities within
the same network. Some approaches [17] define an order of nodes and concatenate their feature vectors for a convolutional neural network for classification,
however, this can only be applied to undirected static networks. Most recently,
struc2vec [22] was proposed with meanfield and loopy belief propagation [14]
to aggregate node embedding to graph representation and empirically shown to
outperform previous approaches. Given this, we use struc2vec as a baseline for
comparison in this paper.

3

Problem Formulation

We use definitions of temporal networks and temporal network motifs as defined
in [19]. Due to space constraints, we give some examples on static and temporal
motifs in Figure 1, and refer interesting readers to [19] for further detail.

(a) Static Motifs

(b) Temporal Motifs

Fig. 1. Network Motifs. (a) example of triad (three-node motif) and tetrad (four-node
motif); (b) temporal motifs whose edges appear in a specific order (refer to [19] for
more details.

Problem formulation The task of network type classification or network
identification can be formalized as follow:
Denote {Gi (Vi , Ei , Li )}N
i=1 as a set of N (sub)graphs, where Vi is a set of
nodes and Ei is a set of timestamped edges in Gi . Suppose that graphs can be
categorized into D classes, where D < N . We associate each graph Gi with a
label Li 2 {1, · · · , D}.
Let f : {Gi } ! Rm be a mapping function (also called graph embedding
function) from Gi to a 1 ⇥ m feature representation vector that is defined using
subgraph ratio profiles (SRP) of temporal or static motifs. (We will formally
define SRP in Section 4).
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Let g : Rm ! P 2 RD be classifiers that map a feature representation to a
categorical distribution P for D labels. Thus the probability distribution of Gi ’s
label can be represented as Pi = [pi,1 , . . . , pi,D ] = g(f (Gi )).
Our goal is to solve this classification problem through designing a embedding
function f and selecting a machine learning model g to minimize the sum of cross
entropy [5] for all graphs
arg min[
g,f

D
XX
i

1Li =j log(pi,j )] = arg min[
g,f

j=1

X

log(pi,Li )].

(1)

i

We obtain g by training machine learning models. In next section, we discuss
how to design an embedding function f for temporal networks using motifs.

4

Network Embedding Using Motifs

As discussed in Section 2, network embedding has received a lot of attentions
due to its e↵ect on the performance of network classification. However, previous
works have primarily focused on examining this with static networks. Applying
these techniques directly to temporal networks loses temporal information and
may result in poor accuracy. Therefore, we introduce a new temporal network
embedding technique that uses temporal network motifs.
A temporal embedding needs to be independent of network size and the time
period the network covers. While previous works have shown that the counting
and probability distribution of motifs are strongly related to network types [19],
motif counts may be di↵erent across networks. Therefore, we use subgraph ratio
profiles (SRP) for temporal network embedding, which is computed using motif
counts from both the network in question and random graphs produced using
null models.
Definition 1. A null model is a generative model that generates random graphs
that matches an specific graph in some of its structural features such as the
degrees of nodes or number of nodes and edges [16].
In statistics, random graphs in a null model are used for comparison to verify
if the graph in question displays a certain feature. In our study, we use a null
model to compare the counts of motifs in a network against random graphs. We
consider ensembles of time-shu✏ed data for null model in temporal networks.
The di↵erence between these is then used to construct an SRP as a feature
representation of the network.
Definition 2. Subgraph ratio profile (SRP) [13] for a motif i is defined as
i
SRPi = pP

2
i

,

(2)

where i is a normalized term that measure the di↵erence between the count of
motif i in an empirical network (denoted as Nobservedi ) and the average count
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in random networks in a null model (denoted as < Nrandomi >):
i

=

Nobservedi < Nrandomi >
,
Nobservedi + < Nrandomi > +✏

(3)

where ✏ (usually set to 4) is an error term to make sure that i is not too large
when the motif rarely appears in both the empirical and random graphs.
Since an SRP for a motif is a normalized term, it can compare networks of different sizes. For static directed networks, we consider the null model for random
graphs with the same number of nodes and edges. The network embedding is a
vector containing 16 SRPs for static triads. For null models of temporal directed
networks, we further randomly the order of temporal edges. The embedding
contains the SRPs for 36 temporal motifs (Figure 3 in [19]).

5

Experiments

We use two types of real-world temporal networks as the basis for this study:
email exchanges within di↵erent departments in an European institution and
the app switching behavior of 53 smartphone users over 42 days. To evaluate
the e↵ectiveness in our temporal network embedding in network classification,
we apply it to several machine learning models on network classification based
on topological network structure and compare its performance to embeddings
using static motifs and other techniques. More specifically, we are interested in
classifying the network type and identifying the department given the topological
structure of an email network. We also attempt to identify a person given their
mobile app-switching behavior represented as a temporal network.
5.1

Datasets

EmailEU [28] is a directed temporal network constructed from email exchanges
in a large European research institution for a 803-day period. It contains 986
email addresses as nodes and 332, 334 emails as edges with timestamps. There
are 42 ground truth departments in the dataset and we constructed subgraphs
from these departments with size larger than 10.
SwitchApp (from the tymer project [18]) contains application switching
data for 53 Android users for a 42-day period. We construct a directed temporal
network for each user, where a directed edge (denoted as euv ) with an integer
timestamp t represents a user switching from an app u to another v at time t.
5.2

Experiment Setup

We compute SRPs for both temporal and static motifs for the EmailEU and
SwitchApp temporal networks. Networks in EmailEU and SwitchApp are labeled
with 0 and 1, respectively. We consider four widely used machine learning models
that have good performance with small amount of training data: XGBoosting
[3], SVM [4], random forest [24] and AdaBoost [21]. We use grid search method
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to search the best hyper-parameters for these models. 10-fold cross-validation
is adopted to split the data for selected models with the best parameter: For
XGBoosting algorithm, the learning rate is set to 0.1, maximal tree depth is set
to 8, minimal child weight is 1 and the subsample ratio of train instances is set to
0.8. The regularization weight in SVM is set to 2. In random forest, the number
of tree is set to 400 and the minimal samples required to split a tree node is 2.
We also make a comparison of our temporal embedding with the state-ofthe-art method, struc2vec [22], in network classification. Since struc2vec requires
node attributes for network embeddings, we compute the in/out degree, betweenness, closeness and in/out degree centrality for each node. The length of network
embedding is decided using grid search and 10-fold cross-validation.
5.3

Network Types Classification

We first testify if temporal motifs provide more information than static motifs
for network type classification.

Fig. 2. Classifying EmailEU and SwitchApp Temporal Networks.

From Figure 2, we observe that temporal information improve the network
type classification in all models considered here.
5.4

Temporal Network Identification

Additionally, we examine if individual networks can be identified from their
structure. In the EmailEU dataset, we attempt to identify which department the
emails belong to. For the SwitchApp dataset, we attempt to identify a particular
user given his daily app-switching behaviors represented as temporal networks.
For the EmailEU dataset, multiple temporal and static networks are constructed for each departments from email exchanges. For the SwitchApp dataset,
42 temporal and static networks are generated for each person from his app
switching behaviors every day. XGBoosting, SVM, random forest and AdaBoosting are implemented using five di↵erent network feature representations: subgraph ratio profile (SRP) with temporal (“Temporal”) and with static (“Static”)
motifs, concatenated SRPs with both temporal and static motif (“Temp+Static”)
and struc2vec representation (“S2V”).
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Fig. 3. (Left): Department Identification in EmailEU-Core dataset. (Right): User
Identification in SwitchApp Temporal Networks.

The results for EmailEU and SwitchApp are shown in Figure 3. The dash
line is the accuracy of a random selection model. The accuracy achieved by
temporal motifs embedding is slightly better than that of static motifs embedding. However, there exists a significant improvement with concatenated motif
features (“Temp+Static”), which suggests that both temporal and static motifs
are useful for network identification (of departments or personal app switching
behavior). Furthermore, at least one of our motif-based network embeddings can
outperform the state-of-the-art algorithm, struc2vec. The best machine learning
model is XGBoost with both temporal and static motif embedding.

6

Conclusion

We propose a network embedding using motifs and null models to classify networks based on their topological structure. Experiments with real-world datasets
show that both temporal and static motifs are important to network type classification and network identification. Therefore, concatenating these two embedding
yields better accuracy and outperform the state-of-the-art method.
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Abstract. Survival prediction models most commonly use Cox Proportional Hazards (CPH) models, and are frequently used in medical statistics and clinical practice. However, such models underperform when the
predictor variables are missing. By building Bayesian networks we automatically construct a model with the most important risk factors and
relationships between risk factors and Bayesian networks are able to infer
the likely values of missing data. We therefore propose a hybrid solution,
consisting of a CPH model and a BN, where the predictive variables in
the CPH model are the child nodes of a BN, which we call CSBN. We
learn the CPH and BN models separately, using standard techniques,
with the only constraint being that the variables that are predictors in
the CPH model are child nodes in the BN. This allows us to fuse the
two models, using the predictors of the CPH models as the join points.
We test our approach by examining the performance of the CPH model,
against the hybrid CSBN model, using both complete data cases and in
cases with missing data. We calculate the performance of the survival
prediction for both CPH and CSBN using the C-index and a normalised
error function as metrics. For the CPH model, predictive error was significantly larger for missing data (±3120.8 days) compared to complete
data (±1171.5 days; p = 3.6e 07). This was also true for the CSBN
±1387.3 days for missing data compared with ±1171.5 days with complete data (p = 0.01568). However, with missing data, the predictive error was significantly larger for the CPH model (±3120.8 days) than the
CSBN (±1171.5 days; p = 0.03274). In conclusion the CSBN methodology provides a more e↵ective method of predicting survival when using
incomplete data.
Keywords: Bayesian Network · Survival Analysis · Prognosis.

1

Introduction

Survival analysis (time to event analysis) and modelling provides valuable information for clinicians. Determining survival accurately is important for patient
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wellbeing and allows patients to make better decisions about what treatment
is appropriate for them and identifies important prognostic indicators [6]. This
can help identify new targets for pharmacological, lifestyle or surgical intervention, and may improve clinical accuracy, as clinicians tend to substantially
overestimate survival [1]. Survival modelling uses multivariate data to identify
predictors influencing survival by looking at how they a↵ect the time to an event,
i.e. death [3]. This works by looking at the time from an intervention such as
initiation of a therapy and assessing both the time to event and whether the
event occurs [12]. Time to event analysis is a powerful technique as it provides
details on both event occurrence and time of event [12]. However, real-world
clinical data is often missing data on key predictive variables. Here, we present a
hybrid method that integrates a Bayesian Network and Cox Proportional Hazards (CPH) survival model that we call CSBN and show that, when presented
with incomplete data, it achieves better predictive accuracy that the CPH model
alone.
This paper is structured as follows. In Section 2 we discuss the necessary
methods with respect to survival analysis, BN and predictive error. In Section 3,
we discuss related work. The experimental setup for our work is presented in
Section 4 and discussed in Section 5. Finally, in Section 6, we consider future
research and conclude.

2
2.1

Methods
Survival Analysis

In traditional survival analysis, the main aim is to model the survival function
S, i.e., S(t) = P (T > t), with T being a random variable representing the time
of death defined by a density function p. Equivalently, we can consider a hazard
function, which is defined as:
h(t) =

p(t)
=
S(t)

d
log S(t)
dt

(1)

which can be thought of as the density of death at t given that the patient
survived until t. In practice, one is usually interested in how the hazard varies in
response to some explanatory variables X = X1 , . . . , Xn , sometimes also called
predictor variables or risk variables. A popular parameterised model is the CPH
model, which estimates the relative risk or hazard ratio hr as a log-linear model:
0
1
n
X
h(t | X)
hr(X) =
= exp @
w j Xj A
(2)
h0 (t)
j=1
where h0 is a baseline hazard function and w = {w1 , . . . , wn } a set of weights.
Note that this ratio is assumed to be constant for all t, and parameters w are assumed to be independent of censoring time. Various baseline hazard can be used,
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e.g. h0 can be estimated non-parametrically using a Kaplan-Meier estimate [7].
Once derived, the conditional survival function can be obtained:
 Z t
S(t | X) = exp
hr(X)h0 (s)ds
(3)
0

2.2

Conditional Survival Bayesian Networks

Definition In order to combine survival analysis with Bayesian networks, we defined in Rabinowicz et al. [11] a conditional survival Bayesian network (CSBN).
These models are defined as a Bayesian network B = (G, P ), such that G is an
acyclic directed graph with with vertices V , which represent random variables.
The set of vertices V consists of a set of discrete nodes D and a (continuous)
survival nodes T , such that T \ D = ? and T [ D = V .
Let ⇡(Vi ) indicate the parents of node Vi in graph G. It is assumed in CSBNs
that for each Vi 2 V , ⇡(Vi ) ✓ D, i.e., survival nodes cannot be used as parents
of other nodes. Furthermore, the joint density of a CSBN factorises as follows:
Y
Y
p(V ) =
P (Di | ⇡(Di ))
p(Ti | ⇡(Ti ))
(4)
Di 2D

Ti 2T

such that p(Ti | ⇡(Ti )) is a density function for survival, which in this paper is
assumed to be derived from a CPH model, i.e.,
 Z t
p(ti | ⇡(Ti )) = h(t | ⇡(Ti )) exp
h(s | ⇡(Ti ))ds .
(5)
0

Learning A popular approach for structure learning is score-based learning,
where a model selection criterion such the AIC or MDL is maximised. Assuming
we have complete data, such scores decompose to individual random variables,
as the scores are a linear combination of the log-likelihood and a penalty term:
X
X
score(B) =
score(Di | ⇡(Di )
score(Ti | ⇡(Ti ))
(6)
Di

Ti

Since the continuous random variables Ti are restricted to being children of
the discrete variables in our approach, the structure of the discrete variables can
be estimated separately and the optimal parent set for each Ti can be searched,
e.g. by a exhaustive search on the set of potential parents.
However, real data is commonly incomplete. In that case the score does not
decompose, which means that structure learning is more difficult. E↵ective methods include structural expectation maximisation (EM) algorithms [4]. In these
algorithms, the expected score (e.g. MDL or AIC) is iteratively improved by
computing expected sufficient statistics (in the E-step) and then learning the
structure and parameters that maximises the score given these expectations (in
the M-step), until convergence has been reached. In addition to our approach
defined in [11] we are using structural EM to learn the structure of the discrete
Bayesian network.
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Inference Similar to the learning problem, inference can be performed in a
two-step process. Suppose for simplicity that |T | = 1. Then:
X
p(t | Di ) =
p(t | ⇡(T ))P (⇡(T ) | Di )
(7)
⇡(T )

where P (⇡(T ) | Di ) can be computed on a Bayesian network with discrete nodes
only and p(t | ⇡(T )) is the event rate. Arbitrary other quantities can be computed
using Bayes’ rule, e.g.
P (Di | T < t) / P (T < t | Di )P (Di )

(8)

where P (T < t | Di ) can be computed from the density as given in Equation 7.
2.3

Predictive Error

Concordance Index The concordance index (c-index) is a measure of predictive discrimination and estimates the probability of concordance between predicted and observed outcomes [5]. However, it is defined as the order of a pair of
outcomes, and so is insensitive to the magnitude of error. We therefore developed
a Normalised error function to assess the prediction error of our models:
Sp)2
(9)
Sa
This error function has three advantages: firstly, it is symmetrical (i.e. underprediction is as important as over-prediction), secondly it is normalised to actual
survival, and finally it reports errors in days.
e=

3

(Sa

Related work

Bayesian networks, especially dynamic Bayesian networks, have been proposed
for modelling prognosis, e.g. prognostic Bayesian networks [13]. These networks
are very strong at modelling the care process over time, and eventually the
clinical outcome. However, these models are not suitable for modelling simple
time-to-event data, where most of the data is of a non-temporal nature.
Modified Bayesian networks for learning from censored time-to-event data
have been introduced more recently [2, 14]. These use weighting schemes to handle censored data, but do not appear to outperform CPH models [14] for predicting survival. In this paper, we show that if the problem domain can be modelled
using a CSBN, then standard and well-understood Bayesian network methods
can be applied, and no specialized learning schemes are required.
A translation of CPH model into a discrete Bayesian networks was proposed
by Kraisangka and Druzdzel [10]. Their approach converts every explanatory
and survival variable into discrete random variables in a Bayesian network and
introduces a time index variable. The time indexing node and every explanatory
node is then modelled as parent of the survival node. The conditional probability
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table for the survival node is populated subsequently with the probabilities of
survival conditional on every combination of values of the explanatory variables.
The resulting Bayesian network produces survival probabilities for each index
of the time variable that are identical to those of the CPH model.The main
limitation of this approach is that it requires time to be discretised, which makes
reasoning about statistics such as median survival times inaccurate. Another
issue with discrete time is that the number of parameters is exponential in the
number of discrete time points that is chosen, which makes inference intractable
if one would consider a fine-grained discrete-time solution. Therefore, we would
argue that it is better to keep the continuous-time variable as part of the Bayesian
network.

4
4.1

Experimental Work
Experimental Setup

We used a publicly-available dataset from a cancer genetics study [9]. We removed observations that were missing data on both follow-up or death and split
the data (3:1) into training and test datasets. We constructed a CPH model
following the approach outlined by Harrell [6] using the rms package in R. We
checked for evidence of violation of CPH assumptions, and retained variables
based on Aikake’s Information Criteria. To learn the Bayesian network model,
we used the decomposition outlined in Section 2.2. The discrete-network part
was learned using the R gRain package using expectation-maximization. The
survival node in the network was the same as the CPH model, and was attached
to the BN. The resulting network is shown in Figure 1.
We validated our approach by comparing survival prediction from the CPH
and CSBN using patients with complete data, using the C-index and normalised
error function as metrics. To assess the performance in patients with missing
data, we removed data on one of the predictor variables (tumour stage) from
patients in the test dataset, and attempted to predict survival. We compared
the estimated survival from each approach with actual survival. Since the CPH
package requires complete data, we randomly resampled the missing variable,
based on the distribution in the original dataset, and took the median survival
prediction from 1000 iterations. The paired Wilcoxon signed rank test was used
to assess significance between the normalised error in the prediction from the
CPH and CSBN for each case. We used the Holm-Bonferroni correction to adjust
for multiple comparisons.
4.2

Results

The cleaned dataset consisted of 1444 patients. The median survival was 1971
days and the median age 63 years. 329, patients were alive at the end of the
follow-up. There were 1083 patients in the training dataset and 361 in the test
dataset. Our CPH model met the proportional hazards assumptions (global score
3.52 p = 0.642) and appeared well calibrated with a mean error of 0.03282158
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Fig. 1. Bayesian network structure for cancer genetics. Predictor variables shown attached to the survival node by red arrows indicates that inference from the CPH model.
The black arrows indicate inference from the Bayesian network.

The median error for survival time predictions with complete data was 1172
days. The median error for CPH predictions based on incomplete data was 3120.8
days and was 1373 days with the CSBN which were significantly greater than
with complete data (p = 0.01568 and p = 3.6e 07 respectively). The C-index
for the predictions using complete data was 0.6128 and with missing data was
0.5254 (CPH) and 0.5694 (CSBN).

5

Discussion

The CPH model was shown to fit the proportional hazards assumption and was
well calibrated and validated. It is therefore a robust comparator to our novel
approach. When asked for survival predictions in patients with missing data, the
CSBN gave predictions with substantially less error than compared to CPH with
random sampling. As we expected, because the CPH model is part of the CSBN,
and because of the e↵ect of d-separation, the error was the same for the CPH
model and CSBN when predicting survival on complete data. Our findings are
in line with related but distinct work [8]. Our previous work [11] presented the
theoretical outline for CSBN, but used a simpler CPH model, a much smaller
dataset and a much simpler metric for evaluation. This work therefore represents
an important confirmation that the CSBN approach outperforms CPH when
asked for survival predictions in patients with missing data.
There is no ideal performance metric for survival models, and we have used
two di↵erent measures. Other methods exist, such as the Brier score, and our
approach is limited by not considering the distribution of censoring in the data.
Although we also used the C-index to assess performance, the di↵erences between
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the C-index for the two models would normally lead one to consider them as
being broadly equivalent, and modest changes in C-index have limited clinical
signficance, whereas the di↵erence in error in the predictions (3120 vs. 1373 days)
is more understandable.
The novel aspect of this approach is that the CSBN uses inference to better
estimate survival in patients with missing data. The coupling of a validated
CPH model to the CSBN as a way of identifying predictors allows the Bayesian
Network to impute missing data amongst the predictor variables, and allows
us to make use of the extensie body of work on both BN and CPH. A further
advantage of our approach is that the CSBN could be used to explore the impact
of variables that have been eliminated from the CPH model, by removing one
or more of the direct predictors and then seeing the e↵ect that the values of the
indirect predictors have on survival. We also avoid some of the weaknesses of
previous work, such as [10] which requires time to be discretised which makes
reasoning about statistics such as median survival times inaccurate and results
in an exponential expansion in data.

6

Further work

The CSBN approach is fundamentally a hybrid model, consisting of two parts.
Although this work uses a BN and a CPH, in theory one could apply any inferential technique to infer predictive variables and use any existing survival
model. Further work will develop a more generalisable approach for integrating
the inferential and survival parts of the network.
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Abstract. In the context of capacity planning, forecasting the evolution
of informatics servers usage enables companies to better manage their
computational resources. We address this problem by collecting key indicator time series and propose to forecast their evolution a day-ahead.
Our method assumes that data is structured by a daily seasonality, but
also that there is typical evolution of indicators within a day. Then, it
uses the combination of a clustering algorithm and Markov Models to
produce day-ahead forecasts. Our experiments on real datasets show that
the data satisfies our assumption and that, in the case study, our method
outperforms classical approaches (AR, Holt-Winters).
Keywords: Time series, Capacity Planning, Clustering, Markov Models.

1

Introduction

Capacity planning (CP) is one major preoccupation for today’s companies. This
ensemble of practices characterises the way an enterprise manages, updates, adds
or removes physical/virtualised servers from its infrastructure. A well-made CP
helps to reduce operational costs, and improves the quality of the provided services: indeed, one of the major goals is to maintain the best quality of services
for the end users. Most of the time, project owners, managers and experts apply
CP guidelines to manage their infrastructure manually. This approach is cumbersome and overestimate needs to prevent from any business interruptions. As
the manager will have to daily take decisions about its infrastructure, we are
interested in forecasting the full-time series of the day-ahead. Contrary to a lot
of time series forecasting techniques, the forecasting horizon is of several steps
in this study. We could then rely on the circadian rhythm of the data to improve
forecasts.
Bodik et al. [2] show that data analytics on datacenters key performance
indicators (KPI) may be used to do CP (e.g., CPU, number of users, RAM).
Indeed, the data generated by servers or user activity could be valuable sources of
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information. One particular data analytic task that may help resource managers
in the daily activity is to forecast the evolution of the KPI in time. That is
basically a time series forecasting task. The more accurate are forecasted the
KPI, the more informed will be the management decisions regarding CP. In
particular, we make the assumption, denoted (A), that KPI time series is driven
by a two-order temporal process. The circadian scale drives the daily evolution
of the KPI but, at the second order, this daily behaviour is itself driven by
some hidden rules. The evolution within a week could be considered. During
the weekdays (from Monday to Friday) KPIs have a daily behaviour which is
di↵erent from the weekend daily behaviour.
The method we propose is to capture the daily behaviour of the KPI by
defining some “types of days” and thus to detect second-order behaviours by
analysing sequences of typical days. For now and as a primary study, we did
not take into account the position of a day in a week (e.g., Mondays, Tuesdays,
...) and only consider types of days regarding shapes of the time series data
only. The experiments compare the forecasting performance of our method with
di↵erent baseline in order to validate our hypothesis A on a large collection of
real data coming from a very large infrastructure (large time depth and great
variability of KPI).

2

Day-ahead time series forecasting

In this section, we present our approach to produce one-day-ahead time series
forecasting. This approach is composed of three learning steps (i) data normalisation and split, (ii) clustering, (iii) next-day cluster estimation, and a forecasting
step (iv) next day forecasting. The learning steps take as input a multivariate
time series and build a forecasting model. In the forecasting step, the model is
applied to the time series current day in order to forecast the next day. Fig. 1
depicts the learning steps of our approach, i.e. from (i) to (iii), together with
the forecasting step (iv). The four steps are presented below.
Let X = hX 1 , . . . , X n i be a multivariate time series of length n. For all
i 2 [1, n], X i 2 Rp , where p denotes the dimensionality of X (the number of
monitored KPI in our application case). Let h be the forecasting horizon that
corresponds to one day.
(i) Data normalisation and split: First, we normalise each dimension of X
using a N (0, 1) normalization. Then, we construct the set D = {D 1 , . . . , D d },
where D i represents the subseries of X corresponding to the ith day of measurements, and d = nh . For sake of simplicity, we assume that n is a multiple of
h.
(ii) Clustering: The elements of D are then given to a clustering algorithm. In
our case, we use the multidimensional k-means based on the Euclidean distance.
The centroids of the created clusters are denoted C 1 , . . . , C k . They correspond
to typical day evolutions. The choice of the number k of clusters will be discussed
in Section 3.
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Fig. 1. Illustration of the main steps of the day-ahead time series forecasting: (i) multivariate time-series splitting in daily time series, (ii) time series clustering, (iii) day
sequentiality modelling, (iv) forecast on a new daily time series (see details in the text).

(iii) Next-day cluster estimation: The set D is encoded into a sequence
hc1 , . . . , cd i, where ci 2 [1, k] corresponds to the index of the cluster that contains
the day D i . We model this sequence by a first-order Markov Model of transition
matrix ⇧ = (⇡i,j ), where ⇡i,j is the probability that the next day belongs to
cluster j given that the current day belongs to cluster i. These probabilities are
estimated using the sequence hc1 , . . . , cd i. In other words, this Markov Model
enables us to estimate the most probable cluster to which will belong the next
day of measurements.
(iv) Next-day forecasting: This forecasting step makes use of the model
learned above to predict the next day measurements (D T +1 ) given the current day measurements (D T ). First, the index of the closest cluster to D T is
computed, and denoted cT . The most probable cluster for the next day is estimated using the transition matrix ⇧ : cT +1 = arg max ⇡cT ,j . Finally, the
j21,...,k

forecasting of the next day is given by the centroid C cT +1 .

3

Experiments and Results

In this section, we briefly introduce our real capacity planning dataset. Before
the results, we present the evaluation protocol of our approach and its underlying
assumption stating time series with two-orders temporal scales.
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3.1

Data

This work has been endorsed by a growing project at Orange: Orange Money
(OM)5 . This latest was established in late 2008. It aims in providing an easy
access to bank transfers for African customers. The bank exchange system is
hosts by a large Orange infrastructure (162 servers) and is used by more than
31 million customers across all of Africa and Europe.
The datasets are collected from this infrastructure using Nagios supervisor.
It collects technical and operational metrics every five minutes:
– Technical data: data concerning the server’s performance such as percentages
of CPU/memory use across all servers,
– Operational data: data concerning users browsing the service; number of
financial transactions every minute, number of people on a website, etc.
3.2

Protocol

This study has been conducted in two major steps:
(i) We have first experimented using univariate time series, where the day
T +1 is forecasted using only past data from current time series. Our multivariate
time series have therefore first being exploited as univariate ones (we took each
features independently).
(ii) We have also experimented using multivariate time series, where the past
of several series is used to forecast future of one KPI. We were curious about
the possible improvement of the accuracy using multivariate time series. Indeed,
we can assume that having more information describing the datacenter behavior
may help improve forecasts.
The performance of our method is compared to four alternative approaches.
Two baseline methods are used to evaluate our assumption A on the time series
structure in the dataset:
– Mean day is a simple mean day calculation: all days present in learning
ensemble D are used to compute the average day. This latest is then given
as a forecast result for day T +1. Intuitively, it should give the worst forecasts
if there are actually very di↵erent types of days.
– Omniscient algorithm is an adaptation of the day-ahead forecasting method
(with same clusters) with an omniscient prediction of cT +1 instead of the
Markov model. This baseline is used to evaluate the Markov Model independently of the clustering step. It assumes that we know to which cluster
belong day T + 1. The forecasts given by this method can not be worse (in
terms of prediction error) than the ones given by our approach.
The relative performance of our approach with regard to these two baselines gives
indication about the compliance of data with our assumption A. Moreover, two
classical forecasting techniques are used to compare the quality of the forecasts
given by our approach:
5
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Table 1. Errors and ranks for univariate forecasting results.
Algorithm
Omniscient algorithm
Day-ahead forecasting
AR model
HW model
Mean day

Mean error ± std
0.45 ± 0.83
0.52 ± 0.87
0.73 ± 0.92
314 ± 1775
0.71 ± 1.03

Mean rank ± std
1.51 ± 0.79
2.62 ± 0.91
3.30 ± 1.38
3.91 ± 1.37
3.66 ± 0.95

1. Auto-Regressive (AR) model [1], which is a representation of a random process that can be used to describe some time series,
2. Holt Winters (HW) Triple Exponential Smoothing [10], which is a rule
of thumb technique for smoothing time series data. It extends the Holt’s
method to capture seasonality.
These two methods have been preferred to more complex models such as
ARIMA models [6] or LSTM [7] whose parameters are uneasy to configure.
We quantify the prediction error by computing the Mean Square Error (MSE)
between the forecasted values and the real values. The dataset is split chronologically into three parts: 85% of the data as training data, 15% as validation data
and 15% as test data. The validation dataset is used to select the best number
of clusters k (ranging from 2 to 200) based on the MSE.
3.3

Results

Table 1 presents the results obtained for 458 univariate time series (both operational and technical coming from 162 servers) of the OM projects. To obtain
more significant results, we use all day present on the test ensemble to produce
forecasts (i.e. if the test ensemble is composed of 6 days, we produce 5 forecasts
(excluding the first day). The mean errors are computed as the average MSE per
univariate time series. For each forecast, the methods are ranked by decreasing
error, and we compute the mean rank.
Let us first analyse the results to assess or not our assumption A about the
underlying data structure. We observe that forecasting the centroid of the known
cluster for day T + 1 (omniscient method) outperforms significantly the daily
mean of the whole time series. This means that our assumption about the two
temporal scales is satisfied by our dataset. The average number of clusters selected on the validation sets is 16 for 365 days of data. This number is sufficiently
low to conclude that there are actually clusters of typical days.
Unsurprisingly, the omniscient method outperforms our method as the former
always make the best choice. It also shows that the crucial step of forecasting the
type of the day-ahead could be improved. In fact, Markov model are very simple
models and more advanced approaches could probably help improving our overall
approach. But we mainly notice that our algorithm has better performance than
AR and HW that is often chosen for seasonal time series forecasting. It can be
explained by a weak adequacy of these methods to our task. AR and HW are
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Table 2. Errors and ranks for multivariate forecasting results.
Algorithm
Multivariate mean
Multivariate day-ahead forecasting
Omniscient multivariate algorithm
Omniscient univariate algorithm
Univariate day-ahead forecasting
AR model

Mean error ± std
0.1 ± 0.14
0.044 ± 0.1
0.041 ± 0.09
0.5 ± 0.6
0.57 ± 0.63
0.76 ± 0.7

Mean rank ± std
2.07 ± 1.48
2.24 ± 0.86
2.44 ± 0.70
4.03 ± 0.85
4.84 ± 0.87
5.38 ± 1.38

more used to forecast next few points of the time series while our task requires to
forecast the time series for the entire day (96 points). The mean error is higher
for AR than the mean-day forecast, but its ranking is better, meaning that AR
is better than a mean day on most of the time series, but when it fails, it fails
with higher errors.
One noticeable thing is the pretty bad performances of the HW model. This
could be explained because HW is less efficient in forecasting several points in
the future, and often base its forecasts following the last tendency observed.
The previous experiments evaluate our algorithm on univariate time series.
Table 2 presents results on multivariate time series with two CPUs from two
di↵erent servers.
The multivariate mean algorithm is slightly better than our algorithm in
terms of rank but not in terms of MSE. It indicates that having more features
involved in the process increases the chance that the mean day is more representative for the forecast, and thus better.
One possible explanation is that the number of clusters is too small to extract meaningful groups of days. With multivariate time series, the number of
types of day increases but we did not increase the maximum number of cluster
(tested during on the validation set). Finally, one noticeable performance of our
multivariate algorithms is its low mean error. Nonetheless, experiments on more
time series are required to conclude, but it shows that the method is suitable
regarding technical CPU time series.
3.4

Discussion

Experimental results show that our approach performs well on our real dataset,
but we also know that it is an early proposal that has some limitations and
weaknesses.
In the first stage of our model, daily time series are clustered. At the time, we
only experimented the k-means algorithm with a Euclidean distance. In practice,
if detecting data peaks between 2 PM and 4 PM is something of interest, this
distance is to be privileged. But if the goal is to detect peaks in a day without
precise information about their timings, DTW [8] is a better candidate. In our
mind, there is not a unique good choice but better some choices that fit the data
characteristics like Douzal-Chouakria et Amblard [4] suggest for a classification
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task. In addition, the clustering strategy could also be evaluated. One of the
weaknesses of the current approach using a k-means algorithm is the critical
choice of k. In this study, we find the optimal number of clusters using the validation set. We test various k-means sizes on the training dataset, and select the
one which helps our algorithm in having a lower MSE. Less empirical techniques
such as David et Bouldin criteria [5] or even Silhouette [9] could help to select a
priori the best number of clusters with a lower computational cost.
An interesting thing would be to know which of the steps described on the
Figure 1 is lowering forecast performances. This could help us in improving
the chain by tuning very particular and identified parameters. The omniscient
algorithm that knows for sure the day T + 1 is useful as it reveals that having an
almost perfect clustering algorithm could greatly enhance precision of forecasts
(see Tables 1 and 2 which show that omniscient technique often outputs forecasts
with lower mean error). Enhancing the quality of clustering could then be a key
to better results.
In the second stage of our model, the experiment shows that there is possible
improvements of the prediction of the type of the next day. A more accurate
solution than Markov models can bridge the gap with the omniscient approach.
At the time, a Markov model takes only into account the day before the one to
predict. This simple model has been preferred to higher order Markov models because of the required quantity of training data. With 7 di↵erent days, transition
matrix of size 49 are to learn in our case, but of size 343 for a 2-order Markov
model. This requires long sequences of days to accurately estimate them. We
currently collected 365 days of data history and thus prefer to focus on a simple
but sound approach. A study of state-of-the-art approaches of sequence prediction with sparse data will help us to identify good candidates to replace the
Markov model.
Finally, as mentioned in the introduction, our model does not take into account the information about the day in the week to make. However, some observations let us believe that it could improve the prediction accuracy. In fact, we
noticed that the clustering of daily time series set up with 2 clusters will extract
two types of behaviours: A high activity profile (HA) from Mondays to Fridays
and a low activity profile (LA) on Saturdays and Sundays. As a consequence,
the trained Markov Model will more likely predict a HA day after another HA
day (with probability 0.8). This means that every Friday, it will wrongly predict
the day with a HA profile. A model with the weekday information will split the
next day prediction rule in two di↵erent rules: High activity from Monday to
Thursday leads to a high activity the next day while high activity on Friday leads
to a low activity. It remains interesting to have information about the types of
the days as, in real data, there are several di↵erent of profiles of days that are
not necessarily correlated to the weekday information.
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Conclusion

In this work, we presented a general method to address a specific problem of capacity planning, i.e. the forecast of the evolution of KPI indicators a day-ahead.
The method we propose is a time series forecasting method that is founded on
the assumption that the time series are implicitly structured as a sequence of
typical days. Our experiments comparing baseline approaches and classical time
series forecasting methods to our method show that this assumption is fitted
by most of the time series of our dataset. We now have to explore more deeply
the characteristics of the data that does not fit it. We observe an interestingly
low mean square error for our algorithm on multivariate CPU and find these
preliminary results promising. But, the proposed method may also benefit from
improvements in the two main stages: the clustering of time series and the sequential prediction. We strongly believe that Markov model may be improved
by some more recent works on sequence prediction [3].
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Abstract. Multivariate time series (MTS) arise when multiple interconnected sensors record data over time. Dealing with this high-dimensional
data is challenging for every classifier for at least two reasons: First, an
MTS is not only characterized by individual feature values, but also by
the interplay of features in di↵erent dimensions. Second, the high dimensionality typically adds large amounts of irrelevant data and noise.
We present our novel MTS classifier WEASEL+MUSE which addresses
both challenges. WEASEL+MUSE builds a multivariate feature vector,
first using a sliding-window approach applied to each dimension of the
MTS, then extracting discrete features per window and dimension. The
feature vector is subsequently fed through feature selection, removing
non-discriminative features, and analysed by a machine learning classifier. The novelty of WEASEL+MUSE lies in its specific way of extracting
and filtering multivariate features from MTS by encoding context information into each feature. Still, the resulting feature set is small, yet very
discriminative and useful for MTS classification. Based on a benchmark
of 20 MTS datasets, we found that WEASEL+MUSE is among the most
accurate state-of-the-art classifiers.
Keywords: Time series · Multivariate · Classification · Bag-of-Patterns

1

Introduction

A time series (TS) is a collection of values sequentially ordered in time. TS
emerge in many scientific and commercial applications, like weather observations, wind energy forecasting, industry automation, mobility tracking, etc. [18]
One driving force behind their rising importance is the sharply increasing use
of heterogeneous sensors for automatic and high-resolution monitoring in domains such as smart homes [5], machine surveillance [10], or smart grids. A
multivariate time series (MTS) arises when multiple interconnected streams of
data are recorded over time. These are typically produced by devices with multiple (heterogeneous) sensors like weather observations (humidity, temperature),
Earth movement (three axis), or satellite images (in di↵erent spectra). We study
the problem of multivariate time series classification (MTSC). Given a concrete
MTS, the task of MTSC is to determine which of a set of predefined classes this
MTS belongs to, e.g., labeling a sign language gesture based on a set of predefined gestures. The high dimensionality introduced by multiple streams of sensors
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is very challenging for classifiers, as MTS are not only described by individual
features but also by their interplay/co-occurrence in di↵erent dimensions [1].
In this paper, we introduce our novel domain agnostic MTSC method called
WEASEL+MUSE (WEASEL+MUltivariate Symbolic Extension). It conceptually builds on the bag-of-patterns (BOP) [13,12] model and the WEASEL [15]
pipeline. The BOP model moves a sliding window over an MTS, extracts
discrete features per window, and creates a histogram over discrete feature
counts. These histograms are subsequently fed into a machine learning classifier. WEASEL+MUSE is di↵erent from state-of-the-art classifiers:
1. Identifiers: WEASEL+MUSE adds a dimension (sensor) identifier to each
extracted discrete feature. Thereby, it can discriminate between the presence
of features in di↵erent dimensions - i.e., whether the left or right hand was
raised.
2. Derivatives: To improve accuracy, derivatives in each dimension are added
as features to the MTS. These derivatives represent the general shape and
are invariant to the exact value at a given time stamp.
3. Interplay of features: The interplay of features along the dimensions is
learned by assigning weights to features (using logistic regression), thereby
boosting or dampening feature counts.
4. Order invariance: A main advantage of the BOP model is its invariance
to the order of the subsequences, as a result of using histograms over feature counts. Thus, two MTS are similar, if they show a similar number of
feature occurrences rather than having the same values at the exact same
time instances.
5. Feature selection: Given the wide range of features, many nondiscriminative features are introduced. We apply statistical feature selection
and weighting to identify those features that best discern between classes.
In our experimental evaluation using 20 public benchmark MTS
datasets [9] WEASEL+MUSE is constantly among the most accurate methods. WEASEL+MUSE clearly outperforms all other classifiers except for the
very recent deep-learning-based method from [6]. The paper is organized as follows: Section 2 briefly recaps definitions. In Section 3 we present related work. In
Section 4 we present our novel way of feature generation and selection. Section 5
presents evaluation results and Section 6 our conclusion.

2

Background: Time Series and Bag-of-Patterns

A univariate time series (TS) T = {t1 , . . . , tn } is an ordered sequence of n 2 N
real values ti 2 R. A multivariate time series (MTS) T = {t1 , . . . , tm } is an
ordered sequence of m 2 N streams (dimensions) with ti = (ti,1 , . . . , ti,n ) 2
Rn . For instance, a stream of m interconnected sensors is recording n values
at each time instant. As we primarily address MTS generated from automatic
sensors with a fixed and synchronized sampling along all dimensions, we can
safely ignore time stamps. A time series dataset D contains N time series. Note
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Fig. 1. The Symbolic Fourier Approximation (SFA): A time series (left) is approximated using the truncated Fourier transform (centre) and discretized to the word
ABDDABBB (right) with the four-letter alphabet (’a’ to ’d’). The orange area (right)
represents the tolerance for all signals that will be mapped to the same word.

that we consider only MTS with numerical attributes (not categorical). The
derivative of a stream ti = (ti,1 , . . . , ti,n ) is given by the sequence of pairwise
di↵erences t0i = (|ti,2 ti,1 |, . . . , |ti,n ti,n 1 |). Adding derivatives to an MTS
T = {t1 , . . . , tm } of m streams e↵ectively doubles the number of streams: T =
{t1 , . . . , tm , t01 , . . . , t0m }. Given a univariate TS T , a window S of length w is a
subsequence with w contiguous values starting at o↵set a in T , i.e., S(a, w) =
(ta , . . . , ta+w 1 ) with 1  a  n w + 1.
Our method is based on the bag-of-patterns (BOP) model [12,13]. Algorithms following the BOP model build a classification function by (1) extracting
subsequences from a TS, (2) discretizing each real valued subsequence into a
discrete-valued word (a sequence of symbols over a fixed alphabet), (3) building
a histogram (feature vector) from word counts, and (4) finally, using a classification model from the machine learning repertoire on these feature vectors.
Di↵erent discretization functions have been used in literature, including SAX [8]
and SFA [14]. SAX is based on the discretization of mean values and SFA is
based on the discretization of coefficients of the Fourier transform. Thereby,
SFA transforms a real-valued TS window to a word using an alphabet of size
c. Figure 1 exemplifies this process for a univariate time series, resulting in the
word ABDDABBB.

3

Related Work

The techniques used for TSC can broadly be categorized into two classes:
(a) similarity-based (distance-based) methods and (b) feature-based methods.
Similarity-based methods make use of a similarity measure like Dynamic Time
Warping (DTW) to compare two TS. In contrast, feature-based TSC rely on comparing features, typically generated from substructures of a TS. The most suc-
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Fig. 2. WEASEL+MUSE Pipeline: Feature extraction, univariate BOP models and
WEASEL+MUSE.

cessful approaches are shapelets or bag-of-patterns (BOP). Shapelets are defined
as TS subsequences that are maximally representative of a class. For multivariate time series classification (MTSC) some domain agnostic MTSC have been
proposed. Symbolic Representation for Multivariate Time series (SMTS) [1] uses
codebook learning and the bag-of-words (BOW) model for classification. First, a
random forest is trained on the raw MTS to partition the MTS into leaf nodes.
Each leaf node is labelled by a codebook. For classification a second random
forest is trained on the BOW representations. The method Generalized Random Shapelet Forests (gRSF) [7] also generates a set of shapelet-based decision
trees over randomly extracted shapelets. Learned Pattern Similarity (LPS) [2]
extracts segments from an MTS, trains regression trees to identify dependencies
between segments. It then builds a BOW representation based on the labels of
the leaf nodes. Finally, a similarity measure is defined on the BOW representations. Autoregressive (AR) Kernel [3] proposes an AR kernel-based distance
measure for MTSC. The method Autoregressive Forests for multivariate time series modelling (mv-ARF) [16] proposes a tree ensemble trained on autoregressive
models, each one with a di↵erent lag, of the MTS. Multivariate LSTM-FCN [6]
introduces a deep learning architecture based on a long short-term memory architecture (LSTM), a fully convolutional network (FCN) and a squeeze and
excitation block.

4

WEASEL+MUSE (MUltivariate Symbolic Extension)

WEASEL+MUSE is composed of the building blocks depicted in Figure 2: the
symbolic representation SFA [14], BOP models for each dimension, feature selection and the WEASEL+MUSE model. An MTS is first split into its dimensions. Each dimension can then be considered as a univariate TS. To this end,
z-normalized windows of varying lengths are extracted from each univariate TS.
Next, each window is approximated using the truncated Fourier transform, retaining only the lower frequency components of each window. The extracted
Fourier values (real and imaginary part separately) are then discretized into
words based on equi-depth or equi-frequency binning using SFA [14]. As a result,
words (unigrams) and pairs of words (bigrams) with varying window lengths are
computed. These words are concatenated with their identifiers, i.e., the sensor
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Fig. 3. WEASEL+MUSE model of a motion capture. (a) motion of a left hand in
x/y/z coordinates. (b) the WEASEL+MUSE model for each of these coordinates. A
feature encodes the dimension, window length and actual word, e.g., 1 15 aa for ’left
Hand’, window length 15 and word ’aa’.

id’s dimension and the used window length. Thus, WEASEL+MUSE keeps a disjoint word space for each dimension. Figure 3 exemplifies the WEASEL+MUSE
model for a fixed window length 15 on motion capture data. The TS has 3 dimensions (x,y,z coordinates). A feature (0 3 15 ad0 , 2) represents a unigram ’ad’
for the z-dimension with window length 15 and frequency 2.
WEASEL+MUSE supports multivariate time series with streams of variable
lengths. When generating features, the window length can be larger than the
stream length n. In that case, no features are extracted (equal to feature counts
of 0 in the histogram).
Finally, WEASEL+MUSE applies the Chi-squared ( 2 ) test to identify the
most relevant features. Only features passing a certain threshold are kept to
reduce this feature space prior to training the classifier. We set the threshold
so that it is high enough for the logistic regression classifier to train a model in
reasonable time (and when set too low, training takes longer). We implemented
our MTS classifier using liblinear [4] as it scales linearly with the dimensionality
of the feature space [11].
The WEASEL+MUSE model is essentially a histogram of discrete features
(bag-of-patterns). The logistic regression classifier captures the interplay of features across dimensions by training high weights for characteristic features. Thus,
dimensions are not treated separately but the weight vector is trained using features from all dimensions. Still, this approach allows for phase-invariance of
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Dataset
SMTS LPS mvARF DTWi ARKernel gRSF MLSTMFCN MUSE
ArabicDigits 96.4% 97.1% 95.2% 90.8% 98.8% 97.5%
99.0%
99.2%
AUSLAN
94.7% 75.4% 93.4% 72.7% 91.8% 95.5%
95.0%
97%
CharTrajectories 99.2% 96.5% 92.8% 94.8%
90%
99.4%
99.0%
97.3%
CMUsubject16 99.7% 100% 100% 93%
100% 100%
100%
100%
ECG
81.8% 82% 78.5% 79%
82%
88%
87%
88%
JapaneseVowels 96.9% 95.1% 95.9% 96.2% 98.4%
80%
100%
97.6%
KickvsPunch
82% 90% 97.6% 60%
92.7% 100%
90%
100%
Libras
90.9% 90.3% 94.5% 88.8% 95.2% 91.1%
97%
89.4%
NetFlow
97.7% 96.8% NaN 97.6%
NaN
91.4%
95%
96.1%
UWave
94.1% 98% 95.2% 91.6% 90.4% 92.9%
97%
91.6%
Wafer
96.5% 96.2% 93.1% 97.4% 96.8% 99.2%
99%
99.7%
WalkvsRun
100% 100% 100% 100% 100% 100%
100%
100%
LP1
85.6% 86.2% 82.4% 76%
86%
84%
80%
94%
LP2
76% 70.4% 62.6% 70%
63.4% 66.7%
80%
73.3%
LP3
76% 72%
77% 56.7% 56.7% 63.3%
73%
90%
LP4
89.5% 91% 90.6% 86.7%
96%
86.7%
89%
96%
LP5
65% 69% 68%
54%
47%
45%
65%
69%
PenDigits
91.7% 90.8% 92.3% 92.7% 95.2% 93.2%
97%
91.2%
Shapes
100% 100% 100% 100% 100% 100%
100%
100%
DigitShapes
100% 100% 100% 93.8% 100% 100%
100%
100%
Wins/Ties
4
6
4
2
5
6
8
13
Mean
90.7% 89.8% 90% 84.6% 88.4% 88.7%
92.1%
93.5%
Avg. Rank
4.05 4.05
4.7
6.6
4.35
3.85
2.75
2.45
Table 1. Accuracies for each dataset. The best approaches are highlighted.

features as the classes (events) are represented by the frequency of occurrence
of discrete features rather than the exact time instance of an event.

5

Evaluation

Datasets: We evaluated our WEASEL+MUSE classifier using 20 publicly available MTS datasets from [9]. Each MTS dataset provides a train and test split
which we use unchanged to make our results comparable to prior publications.
Competitors: We compare WEASEL+MUSE to the 7 domain agnostic state-ofthe-art MTSC methods we are aware of: ARKernel [3], LPS [2], mv-ARF [16],
SMTS [1], gRSF [7], MLSTM-FCN [6], and the common baseline Dynamic Time
Warping independent (DTWi), implemented as the sum of DTW distances in
each dimension with a full warping window. All reported numbers in our experiments correspond to the accuracy on the test split. We were not able to
reproduce the published results for MLSTM-FCN using their code. The authors
told us that this is due to random seeding and their results are based on a single
run. Instead, we report the median over 5 runs using their published code [6].
Training WEASEL+MUSE: For WEASEL+MUSE we performed 10-fold crossvalidation on the train datasets to find the most appropriate parameters for the
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Fig. 4. Average ranks on the 20 MTS datasets. WEASEL+MUSE and MLSTM-FCN
are the most accurate.

SFA word lengths l 2 [2, 4, 6] and SFA quantization method equi-depth or equifrequency binning. We provide the WEASEL+MUSE source code and the raw
measurement sheets [17].
5.1

Accuracy

Figure 4 shows a critical di↵erence diagram over the average ranks of the di↵erent MTSC methods. Classifiers with the lowest (best) ranks are shown on the
right. The group of classifiers that are not significantly di↵erent in their rankings
are connected by a bar. The critical di↵erence (CD) length at the top represents
statistically significant di↵erences. MLSTM-FCN and WEASEL+MUSE show
the lowest overall ranks and the highest accuracies. These two are also significantly better than the baseline DTWi. Overall, WEASEL+MUSE has 13 wins
(or ties) on the datasets (Table 1), which is the highest of all classifiers. With a
mean of 93.5% it also shows the highest average accuracy. Compared to our previous work WEASEL, we see a significant improvement in ranks (2.45 vs. 6.05).
WEASEL+MUSE performs best for sensor reading datasets and MLSTM-FCN
performs best for motion and speech datasets. Sensor readings are the datasets
with the least number of samples N or features n in the range of a few dozens.
On the other hand, speech and motion datasets contain the highest number of
samples or features in the range of hundreds to thousands. This might indicate
that WEASEL+MUSE performs well, even for small-sized datasets, whereas
MLSTM-FCN seems to require larger training corpora for the highest accuracy.

6

Conclusion

We have presented a novel multivariate time series classification method following the bag-of-pattern approach and achieving highly competitive classifi-

8
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cation accuracies. The novelty of WEASEL+MUSE is its feature space engineering using statistical feature selection, derivatives, variable window lengths,
bi-grams, and a symbolic representation for generating discriminative words.
WEASEL+MUSE o↵ers tolerance to noise (by use of the truncated Fourier
transform), phase invariance, and superfluous data/dimensions. In our evaluation on altogether 20 datasets, WEASEL+MUSE is consistently among the
most accurate classifiers. It performs well even for small-sized datasets, where
deep learning based approaches typically tend to perform poorly.

References
1. Baydogan, M.G., Runger, G.: Learning a symbolic representation for multivariate
time series classification. DMKD 29(2), 400–422 (2015)
2. Baydogan, M.G., Runger, G.: Time series representation and similarity based on
local autopatterns. DMKD 30(2), 476–509 (2016)
3. Cuturi, M., Doucet, A.: Autoregressive kernels for time series. arXiv preprint
arXiv:1101.0673 (2011)
4. Fan, R.E., Chang, K.W., Hsieh, C.J., Wang, X.R., Lin, C.J.: Liblinear: A library
for large linear classification. JMLR 9, 1871–1874 (2008)
5. Jerzak, Z., Ziekow, H.: The DEBS 2014 Grand Challenge. In: Proceedings of the
2014 ACM DEBS. pp. 266–269. ACM (2014)
6. Karim, F., Majumdar, S., Darabi, H., Harford, S.: Multivariate lstm-fcns for time
series classification. arXiv preprint arXiv:1801.04503 (2018)
7. Karlsson, I., Papapetrou, P., Boström, H.: Generalized random shapelet forests.
DMKD 30(5), 1053–1085 (2016)
8. Lin, J., Keogh, E.J., Wei, L., Lonardi, S.: Experiencing SAX: a novel symbolic
representation of time series. DMKD 15(2), 107–144 (2007)
9. Mustafa Gokce Baydogan: Multivariate Time Series Classification Datasets. http:
//www.mustafabaydogan.com (2017)
10. Mutschler, C., Ziekow, H., Jerzak, Z.: The DEBS 2013 grand challenge. In: Proceedings of the 2013 ACM DEBS. pp. 289–294. ACM (2013)
11. Ng, A.Y.: Feature selection, l 1 vs. l 2 regularization, and rotational invariance. In:
ICML. p. 78. ACM (2004)
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A shapelet transform for multivariate time series
classification
Aaron Bostrom and Anthony Bagnall
University of East Anglia, Norwich, UK, NR47TJ.

Abstract. Shapelets are phase independent subsequences designed for
time series classification. We propose three adaptations to the Shapelet
Transform (ST) to capture multivariate features in multivariate time series
classification. We create a unified set of data to benchmark our work on,
and compare three multivariate ST variants with multivariate dynamic
time warping variants. We demonstrate that multivariate shapelets are
not significantly worse than other state-of-the-art algorithms.

1

Introduction

Multivariate time series classification (MTSC) has gained traction in recent years
although the majority of work in time series classification (TSC) has focused
on the univariate case. Where a single signal for univariate TSC is assigned
a class label, multiple signals are recorded for one class with MTSC. MTSC
has many practical applications. These can range from medical problems, such
as electroencephalogram, finance, multimedia, human activity recognition and
gesture recognition.
Recently a large experimental analysis of the state of univariate time series
classification was conducted [1]. One of the most successful algorithms within
that study was the Shapelet Transform (ST) [2,3]. Shapelets are discriminative
phase-independent subsequences. The Shapelet Transform finds a set of good
discriminatory shapelets then transforms the data into attributes representing
minimal distance to shapelets. A heterogeneous ensemble is then employed to
build a classifier. On univariate problems, ST is significantly better than the
original Shapelet Tree algorithm [4] where the shapelets were used to form the
rules within a decision tree. We are interested in testing out whether the high
level of accuracy translates to MTSC problems.
We propose three simple multivariate ST approaches and compare performance
to dynamic time warping variants on 22 MTSC data sets. We present a constrained
version of ST which can be used on very large problems where enumeration is
infeasible. We make the data, results and code publicly available 1 .
1

http://research.cmp.uea.ac.uk/multivariate shapelets/
https://bitbucket.org/TonyBagnall/time-series-classification
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Background

we define a MTSC dataset as a set of n time series, MT= {M T1 , M T2 , ..., M Tn },
where a single time series M T = {{T1 , T2 , ..., Td }, c} is a set of d time series with
a single shared class label. Each series in a multivariate instance is described as
Ti = {ti,1 , ti,2 , ..., ti,m } where we assume all series are equal length m and all real
valued.
A large volume of research has been conducted on analyzing multivariate
time series. The breadth of this work spans from gesture recognition to mining of
historical documents and handwriting. Gesture and human activity recognition is
one of the most popular areas of research with in this field [5]. Gesture recognition
has also been extended to particular activities such as playing musical instruments.
Multivariate research in the health domain has focused on health records, EEG
and MEG classification, or balance and mobility sensor data for patients with
Parkinsons disease.
Most of these research domains have focused on using dynamic time warping
with a nearest neighbour classifier, mainly because until very recently it was
considered the state of the art solution to time series classification [6]. There are
two simple ways of adapting dynamic time warping for the multivariate case.
Independent dynamic time warping (DTWI ) finds the DTW distance of each
dimension independently. So, given, two multivariate time series, Q and C with
d dimensions, the independent DTW distance is
DT WI (Q, C) =

d
X

DT W (Qi , Ci ).

i=1

Dependent dynamic time warping (DTWD ), performs a single warping, but uses
all dimensions in specific distance calculation. If the distance matrix used by
standard DTW is denoted M , then DTWD calculates M as
M (Q, C)i,j =

d
X

(qk,i

ck,j )2 .

k=1

The choice between DTWI and DTWD is problem dependent. An adaptive
form of DTW, DTWA , that chooses between DTWI and DTWD for each case
based on train set evaluation was described in [7]. We use the three classifiers
DTWI , DTWD and DTWA as benchmarks to compare our proposed shapelet
algorithms.
2.1

Shapelets

There are numerous approaches to using shapelets to classify. All shapelet finding
algorithms require the measuring of the distance between a candidate and a time
series. This is done by sliding the candidate along the series and calculating the
Euclidean distance at each position (after normalisation) to find the minimum.
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The distance between a shapelet and a series is then given by Equation 1,
where W is the set of all subsequences which are the same length as S in T , and
dist is the Euclidean distance between two equal length series.
sDist(S, T ) = minw2W (dist(S, w)).

(1)

The Shapelet Forest algorithm[8] can be adapted for MTSC as can the learned
shapelet approach[9]. Ultimately we will compare with these algorithms. However,
we do not yet have stable multivariate implementations and we believe following
the standard TSC approach of benchmarking against DTW is a sensible first set
of experiments.
2.2

Shapelet Transform

The original shapelet transform enumerated all possible shapelets. However,
we have found that enumeration is very rarely required and sampling a tiny
proportion of the shapelet space does not lead to a significant decrease on
accuracy [10]. To summarise, for the datasets that cannot be fully enumerated in
a pre-specified time, we randomly sample shapelets from the whole space until
the algorithm runs out of time. We define this approach as a contract classifier,
and the subsequent definitions will define a contracted Shapelet Transform.
Algorithm 1 describes the contract ST algorithm. The first stage (line 1) is to
estimate how many candidate shapelets can be evaluated in the contracted time,
defined by the user. This involves estimating the time taken for a fundamental
operation on the hardware in question, then calculating the expected number of
fundamental operations an average shapelet will take. The task then is to find k
shapelets from r randomly sampled candidates. This is done by a round robin
method that involves finding a shapelet for a di↵erent class at each iteration (line
4 and 5). The round robin method involves randomly choosing a case of the given
class cv, then randomly selecting a starting position and shapelet length within
the selected series. We have explored a range of sampling and heuristic search
techniques for finding shapelets such as simulated annealing and tabu search.
However, none as yet have proved significantly better than simply randomly
sampling the shapelet space.
The distance between the candidate and all train series is found using Equation 1 and stored in the array DS (line 6). The quality of the shapelet is then
assessed from DS (line 7). The standard quality metric is information gain, which
is found by sorting the set of distances DS then finding the best split of the data
into class cv or not cv. This binary evaluation has been shown to be significantly
better for problems with many class values [3]. The candidates are all stored (line
8) until we have evaluated our alloted r shapelets. Note that not all candidates
are actually stored in the evaluation, but the algorithm is clearer if we assume
they are. The selection of final shapelets is performed (line 10) so that the number
of shapelets selected reflects the class frequency. This helps avoid the problem
over shapelets from one class overwhelming other classes.
The k best shapelets are used to create a data transformation. By using the
distance (as defined by Equation 1) between the shapelet and each series, we
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form an n by k feature matrix. One of the main advantages of using transformed
data is that we can use any classifier, as opposed to using only a decision tree
as per the original definition of the algorithm. The classifier typically used
in conjunction with ST is the heterogeneous ensemble of simple classification
algorithms (HESCA) [11,12].
The algorithm is simplified in comparison to the implementation for ease of
explanation. This description omits the details of class balancing, binary shapelet
methods, and the numerous refinements to speed up the process such as early
abandon and reordering.
Algorithm 1 ShapeletTransform(T, min, max, k, t)
Input: A list of time series T, min and max length shapelet, the desired number of
shapelets and maximum run time t. c is the number of class values
Output: A list of k Shapelets
1: r contractNumCandidates(t)
2: candidates
;
3: for s
1 to r do
4:
cv
s%c
5:
S
roundRobinSampleShapelet(T,min, max, cv)
6:
DS findDistances(S,T)
7:
quality assessBinaryCandidate(T, S, DS , cv)
8:
candidates.add(S, quality, cv)
9: < k1 , . . . , kc > shapeletsPerClass(T,k)
10: kShapelets extractKBest(candidates,< k1 , . . . , kc >)
return kShapelets

3

Datasets

In Table 1 we present the list and the properties of the multivariate datasets we
have collated from the literature. The datasets have a range of di↵erent sizes,
number of instances, length of the series, the number of series and finally number
of classes. To simplify and reduce the need for extensive dataset knowledge
we have reduced some problems into sub problems. This is most notable with
the AALTD problems. These were originally from a challenge dataset produced
for the Second ECML/PKDD Workshop on Advanced Analytics and Learning
on Temporal Data (AALTD). The aim was classify six di↵erent gestures using
eight spatial sensors placed on a person, resulting in 3 dimensional movement
information for each sensor. We split the dataset into a separate classification
problem for each sensor.
The final dataset is MVMotion, an example of Human Activity Recognition
(HAR). There are three variants: MVMotionA; MVMotionG; and MVMotionAG.
The MVMotion datasets are collected from a 3D accelerometer and a 3D gyroscope
on a mobile device during a particular set of activities. All MVMotion datasets
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consist of four classes: walking; resting; running and badminton. Participants
were required to record motion a total of five times, and the data is sampled once
every tenth of a second, for a ten second period.
datasets
AALTD 0
AALTD 1
AALTD 2
AALTD 3
AALTD 4
AALTD 5
AALTD 6
AALTD 7
ArabicDigit
AWordLL
AWordT1
AWordUL

n
90
90
90
90
90
90
90
90
6599
275
275
275

d
3
3
3
3
3
3
3
3
13
3
3
3

m
52
52
52
52
52
52
52
52
94
145
145
145

c
datasets
n
6
CricketLeft
84
6
CricketRight
84
6 HandwritingA 150
6 HandwritingG 500
6 JapaneseVowels 270
6
MVMotionA
40
6 MVMotionAG 40
6
MVMotionG
40
10
PenDigits
7494
25 UWaveGesture 120
25
Epilepsy
137
25

d
3
3
3
3
12
3
6
3
2
3
3

m
1198
1198
153
153
30
101
101
101
9
316
207

c
12
12
26
26
9
4
4
4
10
8
4

Table 1: A list of the datasets in the multivariate time series archive. Number of
instances is denoted by n, number of dimensions is d, length of series is m, and
number of classes is denoted by c.

4

Multivariate Shapelet Transform

In this section we describe the three shapelet methods developed for the Multivariate Shapelet Transform.
4.1

Multivariate Shapelet Transform (MST)

The first multivariate shapelet method is the simplest generalisation of the
univariate approach, which we denote M ST . This algorithm finds single dimension
shapelets then assesses the shapelets quality against the other series via sliding
the shapelet along the same dimension in the multivariate series. Once the k best
shapelets have been found, they are used to transform the original dataset as
with the univariate ST. A shapelet then is a subseries of a single dimension and
is only ever compared to its dimension of origin.
4.2

Multivariate Dependent Shapelet Transform (MSTD )

The second multivariate shapelet method is called MSTD . A shapelet now spans
all dimensions, rather than a single dimension, and the distance calculation uses
this distance over all dimensions as described in Equation 2. There are fewer
candidate shapelets for MSTD , but the enforced alignment means it is susceptible
to being deceived by slight phase shift across dimensions.
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4.3

Multivariate Independent Shapelet Transform (MSTI )

The third multivariate shapelet method is called MSTI . This method also extracts
multivariate shapelets. The di↵erence comes in the distance calculation, where
an approach similar to DTWI is adopted (Equation 2). Rather than fix each
dimension when sliding across a series to find the minimum distance, MSTI finds
the closest match to each dimension independently, then sums the closes matches.
This means that, for example, the closest match for dimension 1 need not be at
the same position in time as the closest match to dimension 2. This allows for
independent phase shift between dimensions.

5

Results

The experimental setup follows the same approach outlined in [1]. We perform 100
fold resampling on each data set, then average accuracy over test sets. For each
algorithm presented we have performed 2,400 experiments. We compare multiple
classifiers on multiple data sets with critical di↵erence diagrams, which display
the average ranks of the classifiers over all problems and group classifiers into
cliques, within which there is no significant di↵erence. Full results are omitted
due to space, but can be downloaded from 2 .
Fig. 1: Multivariate shapelet and dynamic time warping classifiers on 16 problems.
.

We present results for the three MTSC shapelet algorithms for full enumeration
and for time constrained versions using random sampling. We were only able to
complete full enumeration on 16 of the 21 datasets within a one week runtime
limit on our HPC. Figure 1 shows the critical di↵erence diagram for the three
shapelet and three DTW classifiers. We observe that DTWA has the highest
average rank, but it is not significantly better than DTWI , DTWD or MSTD
when compared with a pairwise Wilcoxon signed rank test. It is significantly
2

http://research.cmp.uea.ac.uk/multivariate shapelets/

A shapelet transform for multivariate time series classification

7

better than the other two shapelet approaches. We conclude that the dependent
approach is the most promising multivariate shapelet algorithm.
To demonstrate that shapelet finding is not necessarily computationally
intensive, we repeated the experiments but constrain the shapelet search to
approximately one hour of run time. For the large problems, this means we
are evaluating only a tiny fraction of the entire shapelet space. Figure 2 shows
the critical di↵erence diagram for the constrained search. We note the identical
pattern. MSTD is the best multivariate shapelet approach, and is not significantly
worse than the benchmark.

Fig. 2: Multivariate ST constrained to one hour and dynamic time warping
classifiers on 21 problems.
.

6

Conclusion

We have presented three new shapelet algorithms for MTSC and compared
them to DTW based benchmarks. We found that finding shapelets from a
single dimension (MST) was the worst method. We conclude that the dependent
approach, MSTD , is the most promising, given that it is not significantly worse
than DTWA even when the search space is constrained to one hour of sampling.
This is a starting point. The analysis would be more conclusive if we had more
datasets to use in the evaluation, and a comparison to alternative multivariate
shapelet approaches[8,9] is the next step.
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Abstract. Data augmentation in deep neural networks is the process
of generating artificial data in order to reduce the variance of the classifier with the goal to reduce the number of errors. This idea has been
shown to improve deep neural network’s generalization capabilities in
many computer vision tasks such as image recognition and object localization. Apart from these applications, deep Convolutional Neural
Networks (CNNs) have also recently gained popularity in the Time Series Classification (TSC) community. However, unlike in image recognition problems, data augmentation techniques have not yet been investigated thoroughly for the TSC task. This is surprising as the accuracy of
deep learning models for TSC could potentially be improved, especially
for small datasets that exhibit overfitting, when a data augmentation
method is adopted. In this paper, we fill this gap by investigating the
application of a recently proposed data augmentation technique based on
the Dynamic Time Warping distance, for a deep learning model for TSC.
To evaluate the potential of augmenting the training set, we performed
extensive experiments using the UCR TSC benchmark. Our preliminary
experiments reveal that data augmentation can drastically increase deep
CNN’s accuracy on some datasets and significantly improve the deep
model’s accuracy when the method is used in an ensemble approach.
Keywords: Time Series Classification · Data augmentation · Deep Learning · Dynamic Time Warping

1

Introduction

Deep learning usually benefits from large training sets [22]. However, for many
applications only relatively small training data exist. In Time Series Classification (TSC), this phenomenon can be observed by analyzing the UCR archive’s
datasets [3], where 20 datasets have 50 or fewer training instances. These numbers are relatively small compared to the billions of labeled images in computer
vision, where deep learning has seen its most successful applications [16].
Although the recently proposed deep Convolutional Neural Networks (CNNs)
reached state of the art performance in TSC on the UCR archive [21], they still
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show low generalization capabilities on some small datasets such as the DiatomSizeReduction dataset. This is surprising since the nearest neighbor approach (1NN) coupled with the Dynamic Time Warping (DTW) performs exceptionally
well on this dataset which shows the relative easiness of this classification task.
Thus, inter-time series similarities in such small datasets cannot be captured
by the CNNs due to the lack of labeled instances, which pushes the network’s
optimization algorithm to be stuck in local minimums [22]. Fig. 1 illustrates on
an example that the lack of labeled data can sometimes be compensated by the
addition of synthetic data.
DiatomSizeRedcution
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Fig. 1: The model’s loss with/without data augmentation on the DiatomSizeReduction and Meat datasets (smoothed and clipped for visual clarity).

This phenomenon, also known as overfitting in the machine learning community, can be solved using di↵erent techniques such as regularization or simply
collecting more labeled data [22] (which in some domains are hard to obtain).
Another well-known technique is data augmentation, where synthetic data are
generated using a specific method. For example, images containing street numbers on houses can be slightly rotated without changing what number they actually are [13]. For deep learning models, these methods are usually proposed for
image data and do not generalize well to time series [20]. This is probably due to
the fact that for images, a visual comparison can confirm if the transformation
(such as rotation) did not alter the image’s class, while for time series data, one
cannot easily confirm the e↵ect of such ad-hoc transformations on the nature of
a time series. This is the main reason why data augmentation for TSC have been
limited to mainly two relatively simple techniques: slicing and manual warping,
which are further discussed in Section 2.
In this paper, we propose to leverage from a DTW based data augmentation
technique specifically developed for time series, in order to boost the performance
of a deep Residual Network (ResNet) for TSC. Our preliminary experiments
reveal that data augmentation can drastically increase the accuracy for CNNs
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on some datasets while having a small negative impact on other datasets. We
finally propose to combine the decision of the two trained models and show how
it can reduce significantly the rare negative e↵ect of data augmentation while
maintaining its high gain in accuracy on other datasets.

2

Related work

The most used data augmentation method for TSC is the slicing window technique, originally introduced for deep CNNs in [4]. The method was originally
inspired by the image cropping technique for data augmentation in computer
vision tasks [22]. This data transformation technique can, to a certain degree,
guarantee that the cropped image still holds the same information as the original
image. On the other hand, for time series data, one cannot make sure that the
discriminative information has not been lost when a certain region of the time
series is cropped. Nevertheless, this method was used in several TSC problems,
such as in [12] where it improved the Support Vector Machines accuracy for
classifying electroencephalographic time series. In [14], this slicing window technique was also adopted to improve the CNNs’ mortgage delinquency prediction
using customers’ historical transactional data. In addition to the slicing window
technique, jittering, scaling, warping and permutation were proposed in [20] as
generic time series data augmentation approaches. The authors in [20] proposed
a novel data augmentation method specific to wearable sensor time series data
that rotates the trajectory of a person’s arm around an axis (e.g. x axis).
In [15], the authors proposed to extend the slicing window technique with a
warping window that generates synthetic time series by warping the data through
time. This method was used to improve the classification of their deep CNN for
TSC, which was also shown to significantly decrease the accuracy of a NN-DTW
classifier when compared to our adopted data augmentation algorithm [6]. We
should note that the use of a window slicing technique means that the model
should classify each subsequence alone and then finally classify the whole time
series using a majority voting approach. Alternatively, our method does not
crop time series into shorter subsequences which enables the network to learn
discriminative properties from the whole time series in an end-to-end manner.

3
3.1

Method
Architecture

We have chosen to improve the generalization capability of the deep ResNet
proposed in [21] for two main reasons, whose corresponding architecture is illustrated in Fig. 2. First, by adopting an already validated architecture, we can
attribute any improvement in the network’s performance solely to the data augmentation technique. The second reason is that ResNet [21], to the best of our
knowledge, is the deepest neural network validated on large number of TSC
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tasks (such as the UCR archive [3]), which according to the deep learning literature will benefit the most from the data augmentation techniques as opposed
to shallow architectures [2]. Deep ResNets were first proposed by He et al. [9]
for computer vision tasks. They are mainly composed of convolutions, with one
important characteristic: the residual connections which acts like shortcuts that
enable the flow of the gradient directly through these connections.

input time
series

C
output
classes
64

64

64

128

128

128

128

128

128

Fig. 2: Residual network’s architecture. Blue connections correspond to convolutions, violet to residual, red to average pooling and green are fully-connected.

The input of this network is a univariate time series with a varying length l.
The output consists of a probability distribution over the C classes in the dataset.
The network’s core contains three residual blocks followed by a Global Average
Pooling layer and a final softmax classifier with C neurons. Each residual block
contains three 1-D convolutions of respectively 8, 5 and 3 filter lengths. Each
convolution is followed by a batch normalization [10] and a Rectified Linear Unit
(ReLU) as the activation function. The residual connection consists in linking
the input of a residual block to the input of its consecutive layer with the simple
addition operation. The number of filters in the first residual blocks is set to 64
filters, while the second and third blocks contains 128 filters.
All network’s parameters were initialized using Glorot’s Uniform initialization method [8]. These parameters were learned using Adam [11] as the optimization algorithm. Following [21], without any fine-tuning, the learning rate
was set to 0.001 and the exponential decay rates of the first and second moment estimates were set to 0.9 and 0.999 respectively. Finally, the categorical
cross-entropy was used as the objective cost function during the optimization
process.
3.2

Data augmentation

The data augmentation method we have chosen to test with this deep architecture, was first proposed in [6] to augment the training set for a 1-NN coupled
with the DTW distance in a cold start simulation problem. In addition, the
1-NN was shown to sometimes benefit from augmenting the size of the train
set even when the whole dataset is available for training. Thus, we hypothesize
that this synthetic time series generation method should improve deep neural
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network’s performance, especially that the generated examples in [6] were shown
to closely follow the distribution from which the original dataset was sampled.
The method is mainly based on a weighted form of DTW Barycentric Averaging
(DBA) technique [19, 18, 17]. The latter algorithm averages a set of time series in
a DTW induced space and by leveraging a weighted version of DBA, the method
can thus create an infinite number of new time series from a given set of time
series by simply varying these weights. Three techniques were proposed to select
these weights, from which we chose only one in our approach for the sake of
simplicity, although we consider evaluating other techniques in our future work.
The weighting method is called Average Selected which consists of selecting a
subset of close time series and fill their bounding boxes.
We start by describing in details how the weights are assigned, which constitutes the main di↵erence between an original version of DBA and the weighted
version originally proposed in [6]. Starting with a random initial time series chosen from the training set, we assign it a weight equal to 0.5. The latter randomly
selected time series will act as the initialization of DBA. Then, we search for
its 5 nearest neighbors using the DTW distance. We then randomly select 2 out
these 5 neighbors and assign them a weight value equal to 0.15 each, making
thus the total sum of assigned weights till now equal to 0.5 + 2 ⇥ 0.15 = 0.8.
Therefore, in order to have a normalized sum of weights (equal to 1), the rest of
the time series in the subset will share the rest of the weight 0.2. We should note
that the process of generating synthetic time series leveraged only the training
set thus eliminating any bias due to having seen the test set’s distribution.
As for computing the average sequence, we adopted the DBA algorithm in
our data augmentation framework. Although other time series averaging methods exist in the literature, we chose the weighted version of DBA since it was
already proposed as a data augmentation technique to solve the cold start problem when using a nearest neighbor classifier [6]. Therefore we emphasize that
other weighted averaging methods such as soft-DTW [5] could be used instead
of DBA in our framework, but we leave such exploration for our future work.
We did not test the e↵ect of imbalanced classes in the training set and how it
could a↵ect the model’s generalization capabilities. Note that imbalanced time
series classification is a recent active area of research that merits an empirical
study of its own [7]. At last, we should add that the number of generated time
series in our framework was chosen to be equal to double the amount of time
series in the most represented class (which is a hyper-parameter of our approach
that we aim to further investigate in our future work).

4
4.1

Results
Experimental Setup

We evaluated the data augmentation method for ResNet on the UCR archive [3],
which is the largest publicly available TSC benchmark. The archive is composed
of datasets from di↵erent real world applications with varying characteristics
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such the number of classes and the size of the training set. Finally, for training the
deep learning models, we leveraged the high computational power of more than
60 GPUs in one huge cluster1 We should also note that the same parameters’
initial values were used for all compared approaches, thus eliminating any bias
due to the random initialization of the network’s weights.

4.2

E↵ect of data augmentation

Our results show that data augmentation can drastically improve the accuracy
of a deep learning model while having a small negative impact on some datasets
in the worst case scenario. Fig. 3a shows the di↵erence in accuracy between
ResNet with and without data augmentation, it shows that the data augmentation technique does not lead a significant decrease in accuracy. Additionally, we
observe a huge increase of accuracy for the DiatomSizeReduction dataset (the
accuracy increases from 30% to 96% when using data augmentation).
This result is very interesting for two main reasons. First, DiatomSizeReduction has the smallest training set in the UCR archive [3] (with 16 training
instances), which shows the benefit of increasing the number of training instances
by generating synthetic time series. Secondly, the DiatomSizeReduction dataset
is the one where ResNet yield the worst accuracy without augmentation. On
the other hand, the 1-NN coupled with DTW (or the Euclidean distance) gives
an accuracy of 97% which shows the relative easiness of this dataset where time
series exhibit similarities that can be captured by the simple Euclidean distance,
but missed by the deep ResNet due to the lack of training data (which is compensated by our data augmentation technique). The results for the Wine dataset
(57 training instances) also show an important improvement when using data
augmentation.
While we did show that deep ResNet can benefit from synthetic time series on some datasets, we did not manage to show any significant improvement
over the whole UCR archive (p-value > 0.41 for the Wilcoxon signed rank test).
Therefore, we decided to leverage an ensemble technique where we take into
consideration the decisions of two ResNets (trained with and without data augmentation). In fact, we average the a posteriori probability for each class over
both classifier outputs, then assign for each time series the label for which the
averaged probability is maximum, thus giving a more robust approach to out-ofsample generated time series. The results in Fig. 3b show that the datasets which
benefited the most from data augmentation exhibit almost no change to their
accuracy improvement. While on the other hand the number of datasets where
data augmentation harmed the model’s accuracy decreased from 30 to 21. The
Wilcoxon signed rank test shows a significant di↵erence (p-value < 0.0005). The
ensemble’s results are in compliance with the recent consensus in the TSC community, where ensembles tend to improve the individual classifiers’ accuracy [1].
1

Our source code is available on https://github.com/hfawaz/aaltd18
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Fig. 3: Accuracy of ResNet with and/or without data augmentation.
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Conclusion

In this paper, we showed how overfitting small time series datasets can be mitigated using a recent data augmentation technique that is based on DTW and a
weighted version of the DBA algorithm. These findings are very interesting since
no previous observation made a link between the space induced by the classic
DTW and the features learned by the CNNs, whereas our experiments showed
that by providing enough time series, CNNs are able to learn time invariant
features that are useful for classification.
In our future work, we aim to further test other variant weighting schemes for
the DTW-based data augmentation technique, while providing a method that
predicts when and for which datasets, data augmentation would be beneficial.
Acknowledgement. We would like to thank NVIDIA Corp. for the Quadro
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Abstract. tl;dr: no, it cannot, at least not on average on the standard
archive problems. We assess whether using six smoothing algorithms
(moving average, exponential smoothing, Gaussian filter, Savitzky-Golay
filter, Fourier approximation and a recursive median sieve) could be automatically applied to time series classification problems as a preprocessing
step to improve the performance of three benchmark classifiers (1-Nearest
Neighbour with Euclidean and Dynamic Time Warping distances, and
Rotation Forest). We found no significant improvement over unsmoothed
data even when we set the smoothing parameter through cross validation.
We are not claiming smoothing has no worth. It has an important role
in exploratory analysis and helps with specific classification problems
where domain knowledge can be exploited. What we observe is that the
automatic application does not help and that we cannot explain the improvement of other time series classification algorithms over the baseline
classifiers simply as a function of the absence of smoothing.

1

Introduction

Time Series Classification (TSC) is di↵erentiated from standard classification
by the fact that the ordering of the attributes may be important in finding
discriminatory features. Standard vector classifiers such as rotation forest and
standard time dependent approaches such dynamic time warping with 1-NN
are strong benchmark algorithms to compare against the range of bespoke TSC
algorithms that have been proposed in recent years. Some of these achieve impressive performance and are significantly better than the benchmarks. Nevertheless,
there has always been a suspicion that sensible standard preprocessing of the
data would perhaps increase the accuracy of benchmark classifiers and that would
make at least some of the bespoke algorithms redundant [1]. Broadly speaking,
there are four types of preprocessing that may improve classifier performance:
normalisation; smoothing; dimensionality reduction; and discretization. We address the question of whether smoothing series can significantly improve the
accuracy of benchmark classifiers. Smoothing is the process of reducing the noise
in the series to make patterns in the data more apparent and is generally used as
part of an exploratory analysis.
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It is important to stress we are only concerned with class independent noise,
since class dependent noise is possibly useful as a discriminatory feature. This
is where we diverge from the majority of signal processing research into noise
modeling and reduction. We are not necessarily trying to “clean up” a signal.
Instead, we are trying to remove artifacts that may confound the classifier.
We test whether six smoothing algorithms improve three base classifiers.
These are described in detail in Section 2. It is clearly important to set the
parameters of the algorithm when smoothing so that it is relevant to a specific
problem. Because we are attempting to smooth to improve classification, we set
parameters through cross validation on the train data using the base classifier we
are testing. The experimental design is described in Section 3. Our experiments
address the following two questions.
1. Does smoothing with default parameters increase the accuracy of benchmark
classifiers?
2. Can we learn smoothing parameters on the train data to significantly improve
benchmark TSC algorithms?
A priori, we believed it unlikely that systematic smoothing would improve
accuracy over the diverse data sets in the archive, since many of the series
have very little noise. However, we thought that supervised smoothing, where
no smoothing was an option, would improve performance albeit at the large
computational cost of the parameter search. Our results, presented in Section 3
show that in fact smoothing makes very little di↵erence, even when supervised.
We discuss these results in Section 5.

2

Background

2.1

Time Series Classification

A large number of new classification problems have been proposed in the last ten
years. While not exhaustive by itself, it is important to evaluate new algorithms
against sensible benchmark classifiers on standard test problems in order to
ascertain the usefulness of new research. The UEA-UCR archive is a widely used
archive of test problems [5]. The archive is a continually growing collection of
real valued TSC datasets1 which come from a range of di↵erent domains and
have a range of characteristics, in terms of size, number of classes, imbalances,
etc. Most TSC publications benchmark against a 1-NN classifier using either
Euclidean distance (ED) or Dynamic Time Warping (DTW) distance. DTW
compensates for potential misalignments amongst series of the same class. DTW
has a single parameter, the maximum warping window, and DTW performs
significantly better when this parameter is set through cross validation. A recent
comparative study [2] found that the classifier rotation forest [9] was also a
strong benchmark. It is able to discover relationships in time through the internal
principle component transformation it uses, and is not significantly worse than
1
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DTW with window set through cross validation (DTWCV henceforth). The same
study compared 22 TSC algorithms on 85 of the UEA-UCR archive data and
found that just nine out of twenty two TSC algorithms were significantly more
accurate than both a rotation forest and DTW classifier. Some of these TSC
algorithms are highly complex and both memory and computationally expensive.
A case was made that the superior algorithms achieved higher accuracy because
the representation they use allows for the detection of discriminatory features
that the benchmarks cannot find. This was further demonstrated on the archive
and through data simulation [7]. We wish to test whether simple preprocessing
can significantly improve the benchmarks and hence narrow the gap between
DTW and rotation forest and the nine significantly better TSC algorithms.
2.2

Time Series Smoothing

Given a time series T =< t0 , . . . , tm 1 >, a smoothing function produces a
new series S =< s0 , . . . , sp 1 >, where p  m (we index from zero to make
the equations simpler). Most algorithms employ a sliding window, of length w,
along the series, resulting in a series of length p = m w. The simplest form of
smoothing is to take the moving average (MA).
sj =

Pj

i=j w ti

w

for j = w . . . m

1,

where w is the single parameter, window size. Exponential smoothing (EXP)
is a generalisaton of moving average smoothing that assigns a decaying weight to
each element rather than averaging over a window.
s0 = t0 and sj = ↵ · tj + (1

↵) · tj

1

where 0  ↵  1. For consistency with other smoothing algorithms, EXP is
2
often given a window size w, then the decay weight is set as ↵ = w+1
.
A Gaussian filter (GF) applies a fixed convolution over a window
sj =

j
X

i=j w

ti · c i ,

where the convolution values ci are derived from a standard normal distribution
over the window w, the single parameter.
Like GF, the Savitzky-Golay (SG) filtering method is a convolutional
method of smoothing. Instead of using a fixed convolution, it estimates a di↵erent
convolution on each window based on local least-squares polynomial approximation.
sj =

j
X

i=j w

ti · ci,j
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Since its initial introduction [10], it has been used successfully and pervasively
across many signal processing domains for di↵erent purposes, particularly in
chemometrics [4, 6]. SG has two parameters, window size w and polynomial order
n. For accessible explanations of how the polynomial coefficients are calculated,
we refer the reader to [11].
Discrete Fourier Approximation (DFT) smooths the series by first transforming into the frequency domain, discarding the high frequency terms, then
transforming back to the time domain. DFT has a single parameter, r, the
proportion of Fourier terms to retain.
The Recursive Median Sieve (SIV) is a one-dimensional recursive median
filter [3] that filters the data by removing extrema of specific scales.

Increasing Scale

C1

1

2

3

4 5

6

7

8

9 10 11 12 13 14 15 16

C2

C3

Fig. 1. An example sieve decomposition of a 1D signal. Green vertices are the vertices
a↵ected at each scale level.

The sieve performs a decomposition removing extrema (both maxima and
minima) at di↵erent scales as shown in Figure 1. At the scale c1 the maxima
and minima at points 6,7 and 10 are smoothed to equal the nearest value of
the neighbours. At scale c2 the pairs at (4,5) and (12,13) are smoothed. At the
highest scale, the series is uniform. The sieve takes in a single parameter, c, which
is the scale to smooth the signal to.
For each of pair of filter+classifier combination, we perform 10 stratified
random resamples of each data set and report the average results across those
resamples. The first resample, fold 0, is always the exact train/test split published
on the UCR-UEA archive, to allow for easier comparison. To avoid ambiguity, we
stress that in all cases the training of a classifier, including any parameter tuning
and model selection required, is performed independently on the train set of a
given fold, and the trained classifier is evaluated exactly once on the corresponding
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Table 1. The parameter spaces searched for each filtering method over the course of
our experiments (default value in bold). m is the series length. For Savitzky-Golay (SG),
all combinations of w, n are searched where w > 2n.
Method
Moving Average (MA)
Exponential Smoothing (EXP)
Gaussian Filtering (GF)

Parameters and default values in bold
p
w 2 {2, 3, 5, 10, 25, 50, 100, m, log2 (m)}
p
w 2 {2, 3, 5, 10, 25, 50, 100, m, log2 (m)}
p
w 2 {2, 3, 5, 10, 25, 50, 100, m, log2 (m)}
w 2 {5, 9, 17, 33, 65}
Savitzky-Golay (SG)
n 2 {2, 3, 4, 8, 16, 32}
Fourier Approximation (DFT) r 2 {0.01, 0.05, 0.1, 0.25, 0.5, log2 (m)/m}
1
5
Sieve (SIV)
c 2 { 15
· log10 (m), . . . , 15
· log10 (m), . . . , log10 (m)}

test set. We conduct 10 resamples on 76 of the 85 UCR archive TSC problems.
We have omitted the largest problems due to time constraints. We average test
accuracy over the 10 resamples, then present results in critical di↵erence diagrams,
which display the average ranks of the classifiers over all problems and group
classifiers into cliques, within which there is no significant di↵erence. For each
resample, we perform a 10 fold cross validation (CV) on that resamples’ train
data to find smoothing parameters. Our code2 reproduces the splits used in this
evaluation exactly, and full, reproducible results are available3 . For all smoothing
algorithms except the sieve, we used the standard MATLAB implementations
and performed the smoothing and classification in separate stages. The default
parameters given in Table 1 are those of the Matlab implementations. The sieve
is implemented in C and was similarly isolated from the classification stage.
We use three baseline classifiers. 1-NN with Euclidean distance is a weak
baseline, but it is still frequently used in research. 1-NN with DTW is the most
common benchmark, although it is important to set the window through cross
validation [8]. This is computationally expensive, although we use the DTW
version described in [12] which speeds up the calculation by orders of magnitude.
All the UEA-UCR data are normalised. For consistency, we renormalise each
series after smoothing.

3

Results

In Figure 2 we present results for three baseline classifiers with both default
smoothing and tuned smoothing. For all three classifiers, smoothing of any kind
provides no benefit. Tuning provides no benefit over using default values, and in
many cases makes things worse due to overfitting.
For all six experiments, the classifiers built on unsmoothed data are in the
top clique. For four of the experiments, the unsmoothed classifier is the highest
ranked. Setting the parameter through cross validation is if anything worse than
using a default parameter. Given the order of magnitude more computation
2
3

https://bitbucket.org/TonyBagnall/time-series-classification
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Fig. 2. Average ranks on 76 UEA-UCR problems without smoothing (left) and with six
types of smoothing described in Section 2 (right), using the default parameters given in
Table 1 and tuned over the parameter range given in Table 1 for Euclidean distance
((a) and (b)), dynamic time warping ((c) and (d)) and rotation forest ((e) and (f)).

required to tune these parameters, this is surprising, particularly as no smoothing
was one of the options. Further analysis shows that no smoothing was selected
approximately 25% of the time. This could be an indication that the archive data
are simply not suited to smoothing.

4

Analysis

We examine whether there are any characteristics of the data that could help
determine whether any of the six types of smoothing would improve performance.
We would expect that smoothing might be more useful for longer series. Figures 3
and 4 show the scatter plot of length against classifier rank for DTWCV and
rotation forest. There is no obvious relationship between the performance of the
unsmoothed classifier and series length.

5

Conclusion

It has long been a suspicion of many researchers in this field that much of the
improvement seen in complex TSC algorithms could equally be achieved with

Can automated smoothing improve TSC classifiers?
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Fig. 3. Ranks on 76 UEA-UCR problems of DTWCV compared to six untuned smoothing versions plotted against series length.
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Fig. 4. Ranks on 76 UEA-UCR problems of rotation forest compared to six untuned
smoothing versions plotted against series length.

comparatively simple preprocessing. Our experiments indicate for the case of
smoothing, this is not true. We have taken six very popular smoothing algorithms
and applied them using sensible default parameters and using extensive extra
computation to discover optimal parameters through cross validation. We have
found no significant di↵erence between smoothed and unsmoothed classification
with three benchmarks. The nature of the UCR data may explain this to a degree:

8

James Large et al.

the data from problems such as image processing will have less noise than, for
example, financial data. We are not claiming that smoothing has no role to play
in TSC, merely that the application of smoothing does not on average improve
the performance of baselines and that the absence of smoothing cannot explain
the performance of algorithms that outperform the baselines.
Acknowledgement. This work is supported by the UK Engineering and Physical
Sciences Research Council (EPSRC) [grant number EP/M015807/1] and Biotechnology and Biological Sciences Research Council [grant number BB/M011216/1].
The experiments were carried out on the High Performance Computing Cluster
supported by the Research and Specialist Computing Support service at the
University of East Anglia and using a Titan X Pascal donated by the NVIDIA
Corporation.

References
1. Y. Chen B. Hu and E. Keogh. Time series classification under more realistic
assumption. In Proc. 13th SIAM International Conference on Data Mining, 2013.
2. A. Bagnall, J. Lines, A. Bostrom, J. Large, and E. Keogh. The great time series
classification bake o↵: a review and experimental evaluation of recent algorithmic
advances. Data Mining and Knowledge Discovery, 31(3):606–660, 2017.
3. J. Bangham. Data-sieving hydrophobicity plots. Analytical biochemistry, 174(1):142–
145, 1988.
4. G. Betta, D. Capriglione, G. Cerro, L. Ferrigno, and G. Miele. The e↵ectiveness
of Savitzky-Golay smoothing method for spectrum sensing in cognitive radios.
Proceedings of the 2015 18th AISEM Annual Conference, (4):1–4, 2015.
5. Y. Chen, E. Keogh, B. Hu, N. Begum, A. Bagnall, A. Mueen,
and G. Batista.
The UEA-UCR time series classification archive.
http://www.cs.ucr.edu/~eamonn/time series data/, 2015.
6. B. Fernandes, G. Colletta, L. Ferreira, and O. Dutra. Utilization of Savitzky-Golay
filter for power line interference cancellation in an embedded electrocardiographic
monitoring platform. Proc. IEEE International Symposium on Medical Measurements and Applications, pages 7–12, 2017.
7. J. Lines, S. Taylor, and A. Bagnall. HIVE-COTE: The hierarchical vote collective
of transformation-based ensembles for time series classification. In Proc. IEEE
International Conference on Data Mining, 2016.
8. C. Ratanamahatana and E. Keogh. Three myths about dynamic time warping data
mining. In Proc. 5th SIAM International Conference on Data Mining, 2005.
9. J. Rodriguez, L. Kuncheva, and C. Alonso. Rotation forest: A new classifier
ensemble method. IEEE Transactions on Pattern Analysis and Machine Intelligence,
28(10):1619–1630, 2006.
10. A. Savitzky and M. Golay. Smoothing and di↵erentiation of data by simplified
least squares procedures. Analytical Chemistry, 36(8):1627–1639, 1964.
11. R. Schafer. What is a Savitzky-Golay Filter? IEEE Signal Processing Magazine,
28(4):111–117, 2011.
12. C. Tan, M. Herrman, G. Forestier, G. Webb, and F. Petitjean. Efficient search of the
best warping window for dynamic time warping. In Proc. 18th SIAM International
Conference on Data Mining, 2018.

An Ordered Chronicle Discovery Algorithm
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Abstract. Chronicles are temporal patterns well suited to capture dynamic process thanks to an event abstraction of the information of interest. Designing chronicles from a journal log is not a trivial task considering the huge amount of data generated by highly-advanced systems.
Chronicle discovery is a mean to help expert design chronicles that are
representative of a system behavior from direct observations. In this paper, a clustering approach to the chronicle discovery problem is considered. To improve the discovered chronicle quality, an order in the design
of interesting pattern is introduced. This allows a better robustness to
small perturbations in the input journal log. The efficiency of the ordered
chronicle discovery algorithm is evaluated on a real dataset.
Keywords: Temporal data mining · Chronicle discovery · Clustering.

1

Introduction

In recent years, both academic and industrial communities have been interested
in the study of the timed discrete event models called chronicles. Chronicles
are temporal patterns well suited to capture dynamic process by means of an
event abstraction of the information of interest. Chronicles are used to model
care-pathways [3], web-services [7], or alarms [6]. However, designing chronicles
is not a trivial task, a task that often requires the knowledge of an expert. The
need for a chronicle discovery algorithm to help the expert to analyze the huge
amount of data that modern systems generate is clear.
Several approaches to the chronicle discovery problem exist. Cram [2] proposes an interactive approach to this problem. Based on the APriori algorithm
[1], this algorithm requires the user to check the result on each iteration and
stops if the discovered chronicles satisfy the user. This algorithm uses a single
temporal sequence for this task. Another approach [3] consists in mining several sequences where a known phenomenon appears once in each sequence. In
previous work [8], we try to use a clustering approach to reduce the need of an
expert. In this algorithm, a density-based clustering algorithm is used to cluster patterns by similarity. However, our first approach is not sufficiently robust
to small perturbations in the input data. In this paper, we try to tackle this
problem with the introduction of an order in the pattern construction.
The rest of this paper is organized as follows. In Section 2, concepts used in
this paper are described. Section 3 presents the ordered chronicle discovery algo-
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rithm. In Section 4, our algorithm is evaluated on real data. Section 5 concludes
this work.

2

Concepts and definitions

An event is defined by x = (e, t) with an event type e 2 E, and a time instant t 2
N. A temporal sequence is a time-ordered set of events denoted S = {x1 , . . . , xn }
with n a finite number of events, and tj < tj+1 , j = 1, . . . , n 1. The set of all
event types occurring in S is called ES .
A chronicle C is a pair (X , T ) where X = {x1 , . . . , xn } is a set of partially
ordered events with n a finite number of events, and T = {⌧ij }1i<jn is a set of
temporal constraints on X . A temporal constraint is a tuple ⌧ij = (xi , xj , t , t+ ),
also noted ⌧ij = xi [t , t+ ]xj , with 0  t  t+ . ⌧ij = xi [t , t+ ]xj is said satisfied
by a couple of events xi = (ei , ti ), xj = (ej , tj ) if and only if (tj ti ) 2 [t , t+ ].
EC denotes the set of all event types of C. A n-length chronicle is a chronicle
with n events.
A chronicle instance IC (S) is a subset of events of S such that their event
types are those of X and their time occurrences satisfy all the temporal constraints T of C. The frequency of a chronicle C in a temporal sequence S is the
number of instances of C in S and is named fC (S).
Let S be a temporal sequence and let (a, b) be a pair of event types such that
a, b 2 ES . The set Oab is the set of all the occurrences of (a, b) in S such that b
follows a:
Oab = {h(a, ti ), (b, tj )i | 8i, j, ti < tj , (a, ti ), (b, tj ) 2 S}.

(1)

The set Dab is all the temporal distances between each occurrence of the pair
(a, b):
Dab = {(tj ti ) | h(a, ti ), (b, tj )i 2 Oab }.
(2)
Example 1. Let C = (X , T ) be a 3-length chronicle with X = {x1 = (a, t1 ),x2 =
(b, t2 ),x3 = (b, t3 )}, and T = {⌧12 = x1 [10, 20]x2 ,⌧13 = x1 [3, 4]x3 }. The set
of all event types of C is EC = {a, b}. Let S = {x1 , x2 , x3 , x4 , x5 } be a temporal sequence with x1 = (a, 1), x2 = (b, 4), x3 = (a, 10), x4 = (b, 13), and
x5 = (b, 27). Events x1 and x3 are di↵erent occurrences of event type a. Two
instances of C appear in S: IC1 (S) = {x1 ,x2 ,x4 } = {(a, 1),(b, 4),(b, 13)}, and
IC2 (S) = {x3 ,x4 ,x5 } = {(a, 10),(b, 13),(b, 27)}. The frequency of C in S is fC (S) =
2 and corresponds to the total number of instances. About the pair (a, b): Oab =
{h(a, 1), (b, 4)i,h(a, 1), (b, 13)i,h(a, 1), (b, 27)i,h(a, 10), (b, 13)i,h(a, 10), (b, 27)i} and
Dab = {3, 12, 26, 3, 17}.
Proposition 1. Let Dab be a set of temporal distances for a pair (a, b). The
2-length chronicle C = (X , T ) can be obtained from Dab with X = {x1 =
(a, t1 ), x2 = (b, t2 )}. T = {⌧12 = x1 [min{Dab }, max{Dab }]xj } is given by the
lower and upper bounds of Dab 1 . All instances ICi (S) are occurrences of Oab . The
frequency fC (S) is the size of Dab .
1

When Dab contains only one element, t = t+ = Dab .
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Proof. Directly from the chronicle definition and Equation (2).
Example 2. Let (a, b) be a pair of event types with Dab = {3, 12, 26, 3, 17}. The
2-length chronicle C = (X , T ) is obtained with X = {x1 = (a, t1 ),x2 = (b, t2 )}
and T = {⌧12 = x1 [3, 26]x2 }. The instances of C in the temporal sequence S
seen in Example 1 are IC1 (S) = {(a, 1), (b, 4)}, IC2 (S) = {(a, 1), (b, 13)}, IC3 (S) =
{(a, 1), (b, 27)}, IC4 (S) = {(a, 10), (b, 13)}, and IC5 (S) = {(a, 10), (b, 27)}. They
correspond to the set Oab of the pair (a, b).

3

Ordered chronicle discovery

In this section, the chronicle discovery algorithm proposed in our previous work
[8] is explained. Then, our new approach is presented. With a temporal sequence
as input, this is a 2 step algorithm.
The first step is the discovery of a set of 2-length chronicles from a temporal
sequence S. First, the set of temporal distances Dab is computed for each pair
of event types from ES . Then, a cluster analysis is performed on each of these
sets with DBSCAN2 [4]. This clustering algorithm builds clusters thanks to the
point density in the data. Clusters found depend on some parameters " and
minP ts. Points that are not included in clusters are determined as noise. This
analysis takes advantage of the natural clusters present in the sets D. Finally,
2-length chronicles are generated by means of Proposition 1 for each cluster.
Since clusters found by DBSCAN are homogeneous, the frequencies fC (S) of the
2-length chronicles generated from it is exactly the number of temporal distances
in D. Chronicles with a frequency less than minP ts are not generated by this
step.
The second step of the chronicle discovery algorithm is the chronicle synthesis
from the 2-length chronicles previously discovered. This step uses a similarity
index on the events of the 2-length chronicles called the Jaccard index.
Definition 1 (Jaccard index). Let S be a temporal sequence and C = (X , T )
be a chronicle with xi one of its event. The set of time occurrences of xi in all
chronicles instances IC (S) is determined by the following formula:
Oi = {ti | 8IC (S), xi = (e, ti ) 2 X }.

(3)

With xj another event of C and Oj its set of time occurrences, the Jaccard index
between xi and xj is calculated by the following formula:
S(xi , xj ) =

|Oi \ Oj |
.
|Oi [ Oj |

(4)

The Jaccard index quantifies the frequency at which the occurrence of two events
appears at an identical time. An index equals to 1 shows that the two events
always appear at the same time, whereas an index lower than 1 shows that some
occurrences do not appear at the same time.
2

Any clustering algorithm that can be used on 1-dimensional data could be applied
instead of DBSCAN.
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The major di↵erence between the approach in this paper and the approach
in [8] is that we can use all values of the Jaccard index and not only values of
1. The use of the Jaccard index only on values of 1 allows most of the chronicle
construction problems to be solved. A chronicle solution for each frequency is
created. Then, each 2-length chronicle is combined to the chronicle solution of
its frequency without any ordering constraints. The Jaccard index between the
events of the 2-length chronicle and the events of the chronicle solution is then
computed. If the Jaccard index is equal to 1, those events are merged. Once
all the 2-length chronicles are treated, the learned chronicles correspond to the
chronicles solution.
Unfortunately, this previous approach does not take into account all the problems that occur with the use of the Jaccard index on a percentage of similarity.
Another method for this chronicle synthesis step should be considered.
First, 2-length chronicles are sorted by their frequency in the temporal sequence mined. Then, for each frequency in the set of all possible frequencies of
the 2-length chronicles discovered F, a chronicle solution will be synthesized.
This chronicle will be the synthesis of the set of all candidate chronicles. A
chronicle is candidate when its frequency is higher than the product between
the current frequency and the minJac parameter. The minJac parameter is
the minimum threshold for which the Jaccard index is taken into account. The
candidate 2-length chronicles are then sorted by the value of the interval of their
temporal constraints. Finally, for each pair of candidate chronicles, the Jaccard
index between each event is computed.
Once all the Jaccard indexes are compiled, one chronicle solution is initialized
with all the candidate 2-length chronicles. Then, operations are sorted according
to the value of the Jaccard index: the higher the index, the sooner the operations
will be applied to the chronicle solution. An operation is the fusion of two events
in the chronicle solution. An operation with a Jaccard index below the threshold minJac is not taken into account. Furthermore, since candidate chronicles
are sorted by interval, the operations (with the same Jaccard index) between
chronicles with small intervals will be treated sooner than those with high intervals. With the operations sorted, they are checked sequentially. If an operation
satisfies the rules of a chronicle, it is applied on the chronicle solution. Once all
operations are applied, the independent sub-chronicles in the chronicle solution
are extracted and added to the set of learned chronicles. The use of the Jaccard index on di↵erent values than 1 means that several solutions can be found
depending on the order of the operations. This step could be repeated with a
di↵erent order of operations that could result in a di↵erent chronicle solution.
In some cases, a di↵erent solution could be interesting for the users to explore.
This is the object of future work.
An analysis of the algorithmic complexity of the presented algorithm shows
that a polynomial complexity could be achieved. The overall algorithmic complexity of this algorithm is given by O(n4 m log(m)), with n the number of events
in the input temporal sequence and m the length of the longest discovered chron-
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icle. This complexity could be largely reduced by well-chosen parameters of the
clustering step.

4

Experiments

In this section, the efficiency of the ordered chronicle discovery algorithm is
evaluated on real data. The dataset used in this experiment, called Blocks, comes
from BIDE-D [5] and is summarized in Table 1. In this dataset, the temporal
sequences describe visual primitives obtained from video of an hand stacking
colored blocks. Events describe block contacts and actions of the hand. Each
temporal sequence represents a specific scenario.

Table 1: The dataset Blocks with the number of events and event types for each
temporal sequence.
Temporal Sequence
assemble
disassemble
move-left
move-right
pick-up
put-down
stack
unstack

Events
528
486
150
154
184
186
362
364

Event types
12
12
10
10
6
6
10
10

Figure 1 illustrates the execution times for di↵erent values of the " parameter
with the parameter minP ts set to 3 and minJac set to 0.9, whereas Figure 2
illustrates the number of learned chronicles. These plots compile results of 4 temporal sequences (assemble, move-left, pick-up, and stack ) out of the 8 available.
Most of these results show a peak in both the execution time and the number of
chronicles learned with a value of " around 10. This tends to indicate that the
execution time is correlated to the number of chronicles learned. For the expert,
a good value of " could be the one that maximizes the number of chronicles
learned. On the plot for the temporal sequence move-left, no peak appears, this
could indicate that a good value of " for this sequence is higher than 50. Table 2
shows the number of 2-length chronicles discovered, the number of chronicle
learned, and execution time for each temporal sequences with the parameter "
set to 10, minP ts set to 3, and minJac set to 0.9.
In order to evaluate the chronicle learned by the chronicle discovery algorithm
presented in this paper, the notion of chronicle complexity is used. The chronicle
complexity is defined by its length n and the number of its temporal constraints
m. This performance metric is computed by cc = n2m1 . The more constrained
are the events of a chronicle, the bigger its complexity will be, whereas the less
constrained the events of a chronicle, the smaller its complexity.
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Fig. 1: Execution times for di↵erent values of " with minP ts = 3 and minJac =
0.9.
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Fig. 2: Number of chronicles learned for di↵erent values of " with minP ts = 3
and minJac = 0.9.

Table 2: Number of 2-length chronicles discovered, number of chronicles learned,
and execution time for each temporal sequence with " = 10, minP ts = 3, and
minJac = 0.9.
Temporal Sequence
assemble
disassemble
move-left
move-right
pick-up
put-down
stack
unstack

# 2-length chronicles discovered
47706
53171
9568
10039
10460
10561
33774
35666

# chronicles learned Execution time (s)
5995
3147
9
10
127
180
1349
1119

512.451
482.022
0.54228
0.408546
10.1122
9.11633
175.352
131.214

To determine the most relevant chronicles learned, we analyze the frequency
w.r.t. complexity plot. An example of such a plot is given Figure 3 and represents
the 180 chronicles learned from the sequence put-down with the parameters
" = 10 and minJac = 0.9. On this plot, few chronicles stand out: C30 , C31 , and
C32 have a high frequency and a good complexity. C30 is graphically represented
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in Figure 4. This chronicle represents the behavior of the scenario put-down
where an hand puts a red block on a green block.
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4
3.5
3
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2

C30
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21

24

27

30

33

Fig. 3: The frequency w.r.t. complexity plot of the 180 chronicles learned in
the sequence put-down with " = 10, minP ts = 3, and minJac = 0.9. The
highlighted chronicle C30 is graphically represented in Figure 4.
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Fig. 4: Chronicle C30 of frequency 30 found in the sequence put-down with " = 10,
minP ts = 3, and minJac = 0.9.
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Conclusion

In this paper, an extension of the clustering approach to the chronicle discovery
presented in [8] is provided. This extension introduces an order in the chronicle
synthesis step that allows the Jaccard index to be exploited on a percentage of
similarity and not only on 0 or 1. The use of the Jaccard index on a fuzzy value
allows noisy data to be exploited. This chronicle discovery algorithm is evaluated
on a real dataset. In future work, the algorithm introduced in this paper should
be compared to others works, such as [2]. Furthermore, other datasets, synthetic
as well as real, should be explored to confirm our results.
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Subjectively Interesting Motifs in Time Series
(Extended Abstract)
Junning Deng, Jefrey Lijffijt, Bo Kang, and Tijl De Bie?
Department of Electronics and Information Systems, IDLab, Ghent University

Abstract. This paper introduces an approach to find motifs in time
series that are subjectively interesting. That is, the aim is to find motifs
that are surprising given an informative background distribution, which
may for example correspond to the prior knowledge of a user of the tool.
We quantify this surprisal using information theory, and more particularly the FORSIED framework. The resulting interestingness function
according to which motifs are ranked is then subjective in the statistical
sense, enabling us to find subsequence patterns (i.e., motifs and outliers)
that are more truly interesting. Although finding the best motif appears
intractable, we develop relaxations and a branch-and-bound approach
that is implemented in a constraint programming solver. As shown in
experiments on synthetic data and two real-world data sets this enables
us to mine interesting patterns in small or mid-sized time series.

1

Introduction

Prior work on time series motif detection tends to evaluate a motif’s interestingness by assessing its significance against some objectively chosen prior distribution for the time series. In this paper, we introduce an approach to identify
motifs that are subjectively interesting, in comparison to a prior distribution.
More particularly, given a time series, we are interested in detecting (recurring) subsequences that are highly informative to a user. Here, ‘informative’
refers to the patterns providing most insight, i.e., patterns strongly contrasting
with the user’s background knowledge, which are thus surprising and subjectively
interesting; while ‘recurring’ means that we are looking for a set of subsequences
that bear significant similarity to each other and they altogether can constitute a
motif. Alternatively, detecting non-recurring subsequences that are subjectively
interesting is also useful, as these subsequences constitute outliers.
To achieve such a subjective interestingness measure for motifs and outliers,
we define these subsequence patterns as local probabilistic models that we can
incorporate into a background distribution. The subjective interestingness is then
equal to the amount of information (in the formal information theoretic sense)
?
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contained in a local model, in comparison with the background distribution. In
turn, the background distribution is a maximum entropy model for the data
given a set of constraints, such as expected mean, variance, and co-variance
between neighbouring points in the time-series. A wide variety of constraints
would be possible, which can also contain the prior knowledge of a user, making
the information content of the local models dependent on such prior knowledge.
Hence, this score indeed quantifies interestingness subjectively.
To find the most informative motifs and outliers efficiently, we develop relaxations with bounds on this relaxed form, and propose a search method implemented in a constraint programming solver. Together with a pruning technique,
this enables us to mine subsequence patterns relatively efficiently.
Our specific contributions are:
– Novel definitions of motifs and outliers as probabilistic patterns. [Section 2]
– A quantification of their Subjective Interestingness (SI), based on how much
information a user gains when observing this pattern. [Section 2]
– We propose a relaxation of the exact setting and an algorithm to efficiently
mine the most informative recurring pattern to a user. [Section 3]
– We empirically evaluate this algorithm on one synthetic data and two realworld data, to investigate its ability to encode the user’s prior beliefs and
identify informative subsequence patterns. [Section 4]

2

Motif templates and their Subjective Interestingness

Basic definitions. We denote a time series as X̂ , (X̂1 , . . . , X̂n )0 2 Rn , i.e.,
an ordered collection of n real numbers X̂i 2 R, where i 2 [n] = [1, . . . , n]. We
write Ŝi,m for X̂ for the subsequence of length m  n starting from position i.
That is, Ŝi,m = X̂i , . . . , X̂i+m 1 . And we write T = {T̂1 , . . . , T̂|T| } for a set of
subsequences, i.e., T̂i = Ŝj,m , all of equal length m, of cardinality |T|.
Definition 1 (Motif ). A motif is a set T with |T|

2 of ‘similar’ subsequences.

The criterion by which we judge ‘similarity’ is explained below shortly below.
Definition 2 (Outlier). An outlier is a subsequence Ŝi,m of a time-series for
which that time-series does not contain ‘similar’ non-overlapping subsequences.
Our general aim is to find subjectively interesting ‘motifs’. However, what
one typically means is not actually a set of subsequences that are similar, but
a general subsequence pattern that is re-occurring in a time-series. To avoid
working with a set of subsequences, one can use a single exemplar. Here we
introduce a probabilistic local model as the target object, the motif template:
Definition 3 (Motif template). A motif template ✓ is a description of local
model that describes the shape of a motif.
More concretely, we propose a model where we capture the mean and variance
statistics of subsequences. We call this template a mean-variance motif template:
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Definition 4 (Mean-variance motif template). A mean-variance motif template ✓ is a tuple ✓ = (µ, ), where µ is a vector of means and a vector of
variances, both of cardinality m. The parameters µ, are used to define a multivariate Gaussian distribution N (µ, ⌃) where ⌃ is the diagonal matrix with the
values of as the main diagonal and zero elsewhere.
In this paper, we take µ, as the maximum likelihood parameters over a
set of subsequences T. We denote the motif template learned from a set of
subsequences T as ✓T = (µT , T ). Examples are given in Figs 1 and 2.
FORSIED. The FORSIED framework [1,2] stipulates in abstract terms how
methods can be derived to mine subjectively interesting patterns. The basic
procedure is that a background distribution P is defined over the space of all
possible data sets ⌦, which here would be all possible realizations of a time series
X. Since X 2 Rn , the background distribution is a probability density hence we
denote it as p(X) instead. It was argued that a good choice for the background
distribution is the maximum entropy distribution subject to constraints, and
these constraints should be defined to capture the user’s prior beliefs.
Subjective Interestingness. Then, given the type of patterns that we want to
mine (here motifs), we need to derive the Information Content (IC) of such patterns and define their Description Length (DL). The Subjective Interestingness
(SI) of a pattern can then be computed as SI = IC/DL [2].
Description Length. We deem motifs of varying length are beyond the scope
of this paper, and as we will see, the IC already brings a balance between the
number of instances and the accuracy with which a motif template describes
the instances. Hence, the DL can be assumed to be a constant and the SI is
proportional to the IC: SI / IC.

Incorporating a motif template into the background distribution. The
background distributions p for all prior belief types discussed in this paper are
essentially multivariate Gaussian distributions each of which is parametrized by a
n-dimensional mean vector µ and a n⇥n covariance matrix ⌃. As mentioned, the
motif template can also be described by a multivariate Gaussian distribution,
T ⇠ N (µT , ⌃T ). Once a motif template along with its subsequence instances
are identified and showed to the user, the user’s belief state changes, and the
background distribution needs to be updated. To do this, we simply set the
blocks of µ and ⌃ corresponding to the subsequence instances equal to µT and
⌃T , and the o↵-diagonal elements of ⌃ corresponding to instances equal to 0.
Information Content. We define the IC of a motif T as the amount of information gained by it being communicated, which is equivalent to the KullbackLeibler divergence between the initial background distribution p(X) and the
updated background distribution pT (X):
IC(T) =

log p(T) = log pT (X̂)

log p(X̂).

(1)

Finding the most subjectively interesting motif template. Now we can
formalize our goal of finding the most interesting motif template in a time series
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as an optimization problem with the following objective:
Objective 1: argmax
T

log pT (X̂)

log p(X̂).

We propose a relaxed version of Objective 1 which only depends on the
probability of subsequences in T. This objective is similar to Objective 1, but is
more straightforward to optimize efficiently.
Objective 2: argmax
T

3

X

T̂2T

log pT (T̂)

X

log p(T̂).

T̂2T

How to find the most informative motif template

Let us denote the optimal motif by T⇤ and let the set I = {i1 , i2 , . . . , ic } index the
instances of T⇤ in X̂, where c is the number of instances in T⇤ . As all the instances
are assumed to be of the same length l, we have T⇤ = {Ŝi1 ,l , Ŝi2 ,l , . . . , Ŝic ,l }. The
problem of finding all the instances in T⇤ is actually to identify all the elements in
I. In this work, we adopted a greedy search algorithm to approximately solve this
problem. The general idea is to first seed I by finding a small set of k instances
similar wrt to Objective 2 and then greedily grow that set using Objective 1.
The algorithm consists of three major steps:
1. Model the user’s prior belief by the original background distribution p0 ;
2. Seed by finding a small set of instances which optimizes Objective 2 ;
3. Grow that set by adding an instance which optimizes Objective 1, and iterate.
The original background distribution. We wish to define constraints and
compute a maximal entropy distribution such that these constraints are preserved in expectation. For the original background distribution p0 , we consider
three kinds of constraints. They respectively express the user’s prior knowledge
about the mean and the variance of each data point, as well as the first order
di↵erence in X. Notice these expectation values can be anything, here we equate
them to the empirical values. The solution of the maximal entropy distribution
with these three constraints is a multivariate Gaussian distribution p0 (X) with
a mean vector µ0 and covariance matrix ⌃0 . µ0 and ⌃0 can be derived by applying the Lagrange multiplier method. Also, we further improve the computation
efficiency by using the property that maximizing the entropy and maximizing
the likelihood are the dual of each other in the class of exponential form distributions. The computation details and results are omitted here for brevity.
Finding an initial template set T0 with k instances. The search starts
by finding k non-overlapping optimal instances for T0 . Let I0 denote index set
for T0 . We choose to optimize Objective 2, and the problem of finding the most
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subjectively interesting T0 can be formulated as
Problem 1
X

argmax
I0

X

argmax

i2I0

T0

T2T0

X

log N (Ŝi,l |µT0 , ⌃T0 )

where µT0

1X
=
Ŝi,l ,
k
i2I0

1

k

1

X

log pT0 (T)

i2I0

T2T0

(2)
(Ŝi,l

(i:i+l 1)

log N (Ŝi,l |µ0

(i:i+l 1,i:i+l 1)

, ⌃0

)

(2)

⌃T0 = diag(
X

log p0 (T) ⌘

1
k

1

X

(1)

i2I0

(2)
µT0 ) 2 , . . . ,

i2I0

(1)

µT0 ) 2 ,

(Ŝi,l
1

k

1

X

i2I0

(l)

(Ŝi,l

(l)

µT0 ) )(2) ))

Note the superscript of a symbol is used to denote the corresponding entry in a
vector or matrix. Using the expression for the multivariate Gaussian distribution
and ⌃T0 ’s being a diagonal matrix, we can write Eqs. (2) as
X

i2I0

log N (Ŝi,l |µT0 , ⌃T0 )
=

|

i2I0

(i:i+l 1)

log N (Ŝi,l |µ0

k⇤l
k⇤l
log(2⇡) +
⇤ {log k + log(k
2
2
n X
o 1
k X
(h)
(h)
log
(Ŝi,l
Ŝj,l )2
(k
2
2
h2[l]

|

X

X

i2I0

i,j2I0
i<j

{z
I

(i:i+l 1)

log N (Ŝi,l |µ0

{z
II

}

)

1)}
1) ⇤ l

(i:i+l 1,i:i+l 1)

, ⌃0

(i:i+l 1,i:i+l 1)

, ⌃0

)

(3)

}

Note the parts related to the choice of instances in T0 are underbraced and
numbered respectively as I and II. Term I makes the search for optimal instances very computationally demanding, reaching O(nk k 2 ). We thus consider
optimizing a relaxed objective of Problem 1 based on bounding the term I.
Applying Jensen’s inequality results in a summation form taken from all the instance pairs. This allows us to convert Problem 1 to be the search for a submatrix
with maximum sum, mitigating the k 2 factor of the original time complexity.
Also, we measure the potential of each candidate and prune the search space so
that the search goes through only those highly potential candidates.
Greedily searching for a new instance. The algorithm then continues to
search for a new subsequence which optimizes Objective 1, until the probability
of the time series decreases, i.e. pj (X̂) pj 1 (X̂) <= 0. During this step, we
also apply a heuristic to prune subsequences which pose little potential, which
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Table 1: Run-time to search the initial template set, with pruning factor 99%.
n
l Time(s)
1800 100 9.96
7200 25 328.09

n
l Time(s)
3600 100 50.12
7200 50 350.65

n
l Time(s)
7200 100 369.92
7200 100 369.92

(b) Motif 1
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(c) Motif 2
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(a) a synthetic time series
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Fig. 1: The algorithm correctly retrieves the two patterns in the synthetic data.
significantly reduces the search space and thus speeds up the computations.
Remark 1. Although the three basic steps described above are for finding a single
motif template (i.e. the most informative one to the user), our analysis is not
finished with that. A new search for another motif template is started by running
step 2 and step 3 again based on an updated background distribution, the one
that has already incorporated the user’s knowledge of the previous template.

4

Experiments

Data. Synthetic data was generated by embedding two instances from the UCR
Trace Data (length 275) of di↵erent classes twelve times into a time series of
length 15,000, separated by Gaussian noise. The ECG data set is recording
#205 in the MIT-BIH Arrhythmia DataBase [7]. We chose a part of 20 seconds
(7200 samples) to experiment on that includes normal heartbeats and ventricular
tachycardia beats. The Belgian Power Load data set (from the Open Power
System Data [8]) covers the year 2007 and is resampled at hourly resolution, for
a total length of 24 ⇤ 365 = 8760.
Pruning and Scalability. In all experiments we used 99% pruning, as even with
such heavy pruning the optimal motif template was still found. Table 1 shows
that that the length of the motif template does not influence the computational
cost that much, but the influence of the time-series length is more than quadratic.
Synthetic data. We verified whether our method could correctly find the embedded motifs in the synthetic data, the result of which is shown in Fig. 1.
ECG time-series. We analyzed the ECG data using a motif template length
of 100, corresponding to a duration of 0.28s. In this fairly short recording (see
Fig. 2a), our algorithm identified three motifs. The first two motifs correspond
to normal heartbeats (highlighted with red and green, templates shown in 2b
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Fig. 2: Three motif templates identified in the 20-second ECG recording.
and 2c). We see their shapes mostly coincide, with a horizontal shift. Another
motif identified by the algorithm lies in the area of ventricular tachycardia (pink
sections). The instances do not cover all the ventricular tachycardia heart beats,
but the small error bars in Fig. 2d indicate that these instances are uncannily
similar to each other, and the reason why other ventricular tachycardia subsequences lose the membership for this motif set is their smaller similarity.
Belgium Power Load Data. We analyzed this data searching for motifs of
length 24 (one day). The first motif found covers many weekdays, except for
Fridays, during winter time. The second motif corresponds to many days between
Monday to Thursday as well, but during hot seasons. Interestingly, days in July
appear to be di↵erent from either. Actually, part of these days (i.e. Monday to
Thursday in the last two weeks of July) constitute the third motif. The fourth
motif covers many Sundays from middle of April to the beginning of October.

5

Related work

A considerable body of literature has been devoted to techniques to discover
recurring patterns in time series. There exist several challenging issues in this
pattern discovery problem, including scalability [9,12], the detection of motifs
with various lengths [10,6], multi-dimensional time-series [11], and handling distortions [3]. All existing methods are objective, in the sense that they not consider a user’s beliefs or expectations and thus operate regardless of context. The
novelty of our algorithm is in modeling and using the user’s beliefs, and inserting
the subjective informativeness into the targeted patterns.
Most related in spirit are algorithms that involve user interaction elements.
An efficient method to visually mine patterns in time series is VizTree [4]. This
algorithm involves the usage SAX, a symbolic representation of time series which
is invariant to time shifting [5]. VizTree allows users to visually evaluate and
inspect subsequence patterns. However, VizTree uses a predefined length of the
motif to be found. For example, GrammarViz3 [10] allows discovery of variablelength motifs in an interactive setting.
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Discussion

We propose a new methodology for motif and outlier discovery and a concrete
implementation for a specific type of motifs and outliers where the interestingness score can incorporate prior beliefs, and hence they are subjectively interesting. We develop a relaxation of this interestingness score with bounds that can
be optimized relatively efficiently using constraint programming. An empirical
evaluation demonstrates the potential of the proposed approach.
For future work, it would be useful to develop a motif template that incorporates a form of time warping. Secondly, the length of the subsequences considered
is currently a parameter, and could be optimized as well. To make this possible,
further speedup techniques should be developed, such as early abandoning.
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